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Introduction

This paper briefly describes, then ranks the issues and types of analysis Rockwell Collins believes are most important when evaluating the Boeing OCP software and the auto-generated software that uses it.  

1.   Issues

Issue. This section describes the issues we considered. Many of these are taken from the AVSI Guide to the Certification of Systems with Embedded Object-Oriented Software [7], related FAA/NASA position papers [11][15][16], and the Boeing BCA Technical Standard for the Use of C++ in Airborne Software [21]. These guidelines are discussed in greater detail in [1], which addresses certification issues related to the use of CORBA.  Additional issues are taken from an Office of Aviation Research study on the use of COTS Real-time operating systems, and from the SPARK [18][23] and ISO guidelines [28] on the use of Ada in high integrity systems.  Where conflicts between the guidelines exist, the AVSI and FAA/NASA guidelines take precedence with regard to OO issues.

Guidelines/relevance. Guidelines are provided on how to deal with each issue, and on the relevance of the issue to the SEC OCP.  Where guidance is taken from more than one source, separate rows are used to separate and identify each source.  The brief guidance provided with each table entry is not intended to be a substitute for the more detailed guidance provided by the referenced sources.

Importance/rank. The issues are ranked in order of importance.  Hot button issues are marked as ‘very hot’ or ‘hot’.  Significant, but less important issues are marked as ‘medium’.  Remaining issues are marked as ‘other’. This does not mean they are insignificant or unimportant, only less so than issues in the previous categories. Within each category, issues that are ranked higher (have a lower numeric rank) are considered more important.  

Commentary. A commentary is provided to justify the ranking.  In the commentary, individuals are currently identified by their initials (DS – Dave Statezni, CN – Carlos Netto, GD – Gary Daugherty, RR – Ray Richards, HL – Hai Le, JC – Joel Crosmer). 

Assessment. Finally an assessment is made regarding potential tool support.  We plan to take an incremental approach to tool development.   The focus in the first increment is on the detection of potential problems and on issues addressed by prior ISU research.  In the second increment, we will focus on adaptation and the exploration of new areas.  Adaptation may be either fully automated or semi-automated/interactive.  Where existing tools (such as lint and aspect weavers) are able to perform the needed checks or adaptations, we make recommendations regarding their use rather than attempt to duplicate them.  Ideally we should be able to integrate tools from different sources behind a common user interface and pattern specification language, creating a coherent environment for pattern authors. 

1.1 Very hot

	Issue 1. 
	Lack of precise requirement/interface specifications

Integration errors at class interface boundaries

Checking of inputs and outputs at partition boundaries

	Guidelines
	To meet the criteria for requirements coverage and MC/DC structural coverage, we propose to formally specify selected OCP interfaces in terms of pre and postconditions, then use these specifications to drive T-VEC to generate the desired test cases. 

Consistent with the OOTiA guidelines, these specifications will be required to comply with the principles of behavioral subtyping (LSP).

Beyond this, it should be possible to experiment with tool support for the generation of code that is “correct by construction”, i.e. generated from formal specifications that are proveably correct and complaint with LSP .

	Relevance
	All of the current SEC interfaces are specified only informally, through comments associated with the Rose models and the code.

Test cases provided with the distribution are intended only as examples.  Additional (undistributed) test cases are available from Boeing, although no attempt has yet been made to meet the criteria typically required for certification (requirements based testing to an MC/DC structural coverage criteria and explicit testing for superclass/subclass compatibility (LSP)).

	References
	[1, section 4.2.1, Requirement specifications], [7, Subtyping pattern], [12], [15, the Subtyping pattern and its descendants]

	Rank
	1

	Importance
	Very hot

	Commentary
	DS - A precise statement of the requirements for the OCP is needed to drive down stream activities (such as testing).  

All - It is not clear whether this is available.  

GD - Some understanding of the requirements, however, is implicit in the test cases already developed for the OCP.

GD – Should include Quality of Service (QoS) guarantees.

GD – Precisely specified interfaces are the key to resolving a number of related issues, e.g. detection of integration errors at class interface boundaries, testing for superclass/subclass compatibility (compliance with LSP), etc.

	Assessment
	The first part of this can be addressed by Rockwell Collins, e.g. using the notation of T-VEC to formalize interfaces and generate associated test cases.

To catch integration errors and to support the checking of inputs and outputs and outputs at partition boundaries, we can selectively instrument the code with assertions checks in a manner similar to Eiffel [53] [54].

Note: JML [49] and other tools (such as iContract) also support this.  We, however, may need a fine level of control over instrumentation based on other analysis results and the use of other patterns.  For example, we may want to perform checks for some (less trusted) clients but not others.  We must also take care to avoid introducing overhead that may conflict with specific timing and performance requirements.


	Issue 2. 
	Undefined and implementation defined behavior (e.g., use of undefined language constructs)

	Guidelines
	Avoid using operator++ except for v++ where v is a simple variable or *p where p is an identifier.  

In particular, expressions such as “v[I] = I++” are undefined.

	References
	[19, p. 11, G4.1.6, Minimizing Obscure or Subtle Programming Constructs]

	Guidelines
	When you try to delete a derived class object through a base class pointer and the base class has a nonvirtual destructor, the results are undefined [55, p. 60].

To avoid this, always make destructors virtual in base classes.

	References
	[55, p. 60, Item 14, Make destructors virtual in base classes].

See also: [55, p. 255, undefined behavior], [55, p. 97, casting away constness of truly const objects], [55, p. 128, dangling pointers to temporary objects], [55, p. 47, deallocating memory still in use], [55, p. 52, deleting deleted pointers], [55, pp. 60, 62, deleting derived objects via base pointers], [55, p. 23, deleting objects via array delete], [55, p. 221, initialization order of non-local static objects], [55, p. 20, mixing new/delete and malloc/free], [55, p. 73, operating on deleted objects], [55, p. 133, returning pointers to local objects], [55, pp. 217, 220, uninitialized objects], [55, p. 218, unitialized pointers], [56, p. 311, undefined behavior], [56, p. 35, calling strlen with null pointer], [56, p. 21, deleting memory not returned by new], [56, pp. 163, 173, deleting objects twice], [56, pp. 10, 167, dereferencing null pointers], [56, p. 281, dereferencing pointers beyond arrays], [56, p. 275, missing new/free or malloc/delete]

	Related references
	From Ellis and Stroustrup: [43, pp. 73, 76, 172], [43, p. 61, argument to constructor], [43, p. 407, bound function to member pointer], [43, p. 109, change to const object], [43, p. 10, change to string literal], [43, p.33, conversion out of range value], [43, pp. 63, 65, delete], [43, p. 92, destructor call], [43, pp. 52-53, undefined expression], [43, p.70, function call], [43, p. 74, shift], [43, p. 176, member function call], [43, p. 381, tokenless preprocessing argument], [43, p. 150, uninitialized variable], [43, p. 33, unrepresentable integral value (on conversion from floating point)], [43, p. 73, pointer difference], [43, p. 63, value delete], [43, p. 60, value new]

From Budd: [38, p. 4, right shift of negative integer value], [38, p. 4, division or remainder involving a negative integer value], [38, p. 4, autoincrement of the same variable on both the left and right hand side of an assignment]

	Rank
	1

	Importance
	Very hot

	Commentary
	GD – Obviously unsafe

	Assessment
	The instances cited appear easy to detect, but there may be others that are not.

Many of these issues in this list also overlap with later issues (e.g., issues related to dangling pointers show up later in a discussion of pointers).


	Issue 3. 
	Concurrency.

Choice of model for threads, synchronization and thread communication

Potential for deadlock or starvation of threads within the OCP

Synchronization of access to shared data and shared objects

Real-time schedulability and priority propagation (with respect to the handling of remote requests)

	Issue 9.
	Unrestricted use of dynamic allocation (of threads and related resources) after initialization

Potential memory leaks

	Guidelines
	Most guidelines for certified systems prohibit the dynamic allocation of tasks or threads, and require that tasks/threads be non terminating. There is considerable disagreement, however, about how threads should communicate with one another and synchronize access to shared objects. Some guidelines recommend the use of high level mechanisms such as rendezvous, guarded methods, and monitors. Others recommend only communication through shared data that can only be accessed using atomic operations. There may also be restrictions on the dynamic setting of priorities.  Many of these restrictions are defined in the Ravenscar profile used by many high assurance Ada applications [28, p. 37, section 5.13].

For systems that use synchronization to control access to shared objects, or for systems containing threads that directly communicate or interact with one another, an analysis to prove the absence of deadlock, starvation, and other temporal properties is necessary (e.g., using tools such as Bandera and SPIN). The alternative is use a simpler concurrency model that severely restricts the interaction between threads and prohibits shared objects. However, most software not specifically targeted to safety critical applications is not written this way.

	
	With regard to concurrency and synchronization, approaches such as those advocated by Awad et al. [37] apply here.

With regard to scheduling, it must be possible to perform a rate monotonic analysis on all threads, including those associated with the OCP. It is also necessary to take steps to avoid unbounded priority inversions, and to ensure the proper scheduling of remotely handled requests (e.g., using RT CORBA features such a priority propagation).  

	Relevance
	The support for concurrency provided by the OCP does not impose a particular concurrency model or dictate the use of a specific strategy for synchronization. As a result, OCP clients may choose to follow these guidelines, or may not.

Issues related to scheduling are not expected to be a concern with respect to the OCP, which already addresses them.

	References
	[28, p. 37, section 5.13], [37, OCTOPUS method], [28, p. 6, section 2.3.9 Other memory usage]

	Guidelines
	The OCTOPUS method provides specific guidelines for the analysis of concurrency in real-time, event-driven systems (similar to those supported by the OCP).

In particular, it provides an approach to the design of the threading model, the use of asynchronous and synchronous communication, and the identification of shared objects and object groups that may be valuable, given associated tool support.

	References
	[37, chapters 6, 7 and 8]

	Guidelines, Relevance
	A simple cyclic executive or a foreground/background scheduling policy is required for levels A, B, and C.

The Ravenscar profile is permitted for levels D and E.

	
	This profile imposes the following restrictions:

· The number of tasks (threads) is fixed

· Each task (thread) has a single invocation event (but has potentially and unbounded number of invocations)

· Tasks only interact through the use of shared data. Updates to any shared data must be atomic.

The unrestricted use of threads is permitted only at level E.

	References
	[20, section 3.13, Tasking]

	Rank
	2

	Importance
	Very hot  (if multi-threading allowed)

	Commentary
	CN – In level A product line applications, concurrency is typically not allowed (i.e., the application is single threaded).

GD - Does the OCP itself contain threads?  Does it need to be thread safe?

CN – The OCP must process inputs and outputs at specified rates, but is probably single threaded.  In current DO-1878B certified products, multi-threading is prohibited at level A. 

GD – Is the ORB used by the OCP multi-threaded?  Are applications that use the OCP multi-threaded?

GD – Are there issues associated with remote requests and the true concurrency associated with distributed processing?

DS – If concurrency is allowed, the OCP should act as a policeman or safety monitor.

All - Dynamic allocation of threads, scheduling, and the ability to meet hard deadlines (with respect to prescribed input and output rates) are all potential issues.

CN – Deadlock, if OCP execution involves multiple threads, is very much a hot button issue.  Also real-time scheduling issues.

GD – The Ravenscar profile [28, p. 37, section 5.13] is commonly used by multi-threaded high integrity Ada systems. 

GD – In accordance with this, the number of tasks (threads) is fixed, each task (thread) has a single invocation point, and tasks (threads) only interact via the use of shared data.

GD – It is unclear whether the single invocation point restriction is compatible with the OCP and with SEC applications.

GD – Is it reasonable to extend the idea of interaction via “shared data” to interaction via “shared objects” in an OO system?  Or does this raise a host of new issues related to the use of locks to make updates appear to be atomic?

	
	GD – Per [28, p. 6, section 2.3.9 Other memory usage]

GD – The title of this section in the ISO standard [28, p. 6, section 2.3.9 Other memory usage] is a misnomer, and was changed to “shared resource analysis” in the latest version of AVSI Guide [7]

GD – According to Kansas State, the design of the OEP (similar to the SEC OCP) intentionally eliminates most synchronization issues, i.e. they are designed out by adopting a very simple model of concurrency and shared access.

GD – This may itself have undesirable consequences, but the price has been paid.

GD, DS – Other if these assumptions prove true, but hot to very hot otherwise (since shared resource problems can be subtle and difficult to eliminate by testing alone).

GD – The consequences can also be dire.

	
	Based on discussions during the June OCP meeting, shared resource analysis (to identify objects accessible from more than one thread) appears to be of interest to Boeing

GD – How should this model (if adopted) be extended to distributed systems?

GD – Are the other restrictions compatible with the OCP and SEC model of concurrency?  See  [28, p. 37, Ravenscar Profile, restrictions a through m]

See also [6, p. 8, section 4.2, concerns T1, S2, S3, S4, S5, I1]

GD – How do proposed restrictions on spawning new threads  (tasks), changes in thread priority, etc. fit with the threading model of the OCP and underlying ORB?

	Assessment
	Key considerations are a) the choice of the concurrency model for the OCP and clients, and b) our relationship to work done by others.

Is the OCP model of concurrency sufficiently complex to warrant analysis for deadlock and starvation?  If so, these issues could be dealt with using model checking, e.g. in collaboration with Kansas State using Bandera.

Is Boeing already doing an RMA analysis in order to generate a  schedule for client and OCP threads?  How is the handling of distributed messages and events being accounted for in this schedule?  If this is already well addressed, we need do nothing.  Otherwise this seems related to work being done by Dr. Richard Bradford at Rockwell Collins and we should ask for his involvement. 

Regarding the synchronization of access to shared data and shared objects, ISU could perform a flow analysis to identify these.  It would then be straightforward to impose a suitable synchronization policy or check for the presence of one.  This is also related to work at KSU on the PCES program, which might be directly applied here.


	Issue 4. 
	Violations of strong typing 

Mixed mode assignment 

Strong typing of pointer definitions 

Violations of strong typing

Implicit type conversions, potential loss of data

Type conversions that could result in a loss of data or precision

Type casting

	Guidelines, Relevance
	Unchecked conversion rule [11, Type Conversion position paper, version 1.0]

Low overhead rule [11, Type Conversion position paper, version 1.0]

Loss of information rule [11, Type Conversion position paper, version 1.0]

Supertype rule [11, Type Conversion position paper, version 1.0]

Primitive types rule [11, Type Conversion position paper, version 1.0]

	References
	[10], [11, Type Conversion position paper, version 1.0]

	Guidelines, Relevance
	At all software levels, pointer declarations must explicitly specify the type of the data that they reference and must only reference data declared to be of this type.

Note: The additional requirement that the pointer type match the type of all referenced data is interpreted so as to permit polymorphic assignment, consistent with the AVSI guidelines.

	References
	[21, section 3.5.3.1, Pointer Type Definitions]

	Guidelines, Relevance
	At levels A through D, assignment should involve only type compatible variables (i.e., mixed mode expressions are not allowed).

	References
	[21, section 3.5.3.5, Mixed Mode Assignment]

	Guidelines, Relevance
	Type conversions shall not be made from a longer to shorter (number of bits) type.  

Type conversion shall not be made from unsigned type to signed type of the same size.

Type casting shall be explicitly coded with use of the keywords const_cast, static_cast and reinterpret_cast, and shall not be left as an operation only implied by the code (e.g., an assignment statement).

	References
	[21, section 3.5.5, Type Conversions], [21, section 3.5.1, Type Casting]

	Guidelines, Relevance
	The C++ type bool shall be used to represent logical, boolean values at all software levels (i.e., A through E).

“The C++ language introduces a compiler supported data type, bool. This type shall be used for for all Boolean functions and operations.  Legacy C implementations using other data types and arbitrary values for true and false shall be recoded in C++ with type bool.”

“There are different implementations of Boolean operations in legacy C code, which are not all mutually compatible or portable.  Use of built in types is inherently safer.”

	References
	[21, section 3.5.6, Type bool]

	Guidelines
	For reasons related to type safety (strong typing) and extensibility, use <iostream> rather than <stdio.h>

	References
	[55, Item 2, Prefer <iostream> to <stdio.h>

	Guidelines
	Avoid casts down the inheritance hierarchy.

	References
	[55, Item 39]

	Rank
	3

	Importance
	Very hot to Hot

	Commentary
	GD – Should distinguish between down casts that are checked at run time and those that are not.  The latter are potentially more hazardous.

DS, GD – Strong type checking is essential.

GD – And should consider behavior as well as language level checks (e.g., LSP). 

GD – May want to consider extended type systems per the AACE proposal.

GD – Implicit type conversions are a much bigger issue for C++ than for most other languages.

Regarding type conversions, see [10] and [11].

Also  [28, p. 21, section 5.4] and [28, p. 30, Unchecked Conversion]

	Assessment
	Can be detected by ISU.  Need to consider appropriate adaptations (if any).


1.2 Hot

	Issue 5. 
	Use of dynamic dispatch during the construction of an object

	Guidelines
	Initialization rule [15, section 3.2.5, rule 4]

From the pattern Single Inheritance with Overriding 

	Relevance
	Required for DO-178B software levels A through D. 

May be violated by apparently well written code. 

Requires careful checking of all constructors to avoid dispatching calls to subclass operations.

	References
	Single Inheritance with Overriding pattern [7, section 4.1], [15, section 3.2]

	Rank
	4

	Importance
	Hot

	Commentary
	GD – To ensure subclass methods are not called before initializing subclass data, establishing the subclass invariant.

GD – In C++, the problem is not that we dispatch to subclass methods (since the language prevents this), but that we override superclass methods and do not call them, in violation of the simple overriding rule.

DS, CN - Hot

	Assessment
	Can be checked by ISU.


	Issue 6. 
	Superclass/subclass compatibility (when instances of different subclasses are assigned to the same variable at run time).

Consistent redefinition of predefined/default operators (in accordance with LSP).

	Guidelines
	If test cases are written directly against the classes in question:

Minimum compatibility rule [15, section 3.5.5, rule 1]
LSP compliance rule [15, section 3.5.5, rule 2]
Inherited test case rule [15, section 3.6.5, rule 1]

Separate context rule [15, section 3.6.5, rule 2]

From the Subtyping pattern in [7], and the Subtyping and Unit Level Testing of LSP patterns in [15].

	
	If test cases are written at a higher level (system or subsystem level) and instrumentation of the code is acceptable:

Minimum compatibility rule [15, section 3.5.5, rule 1]
LSP compliance rule [15, section 3.5.5, rule 2]

Precondition assertion rule [15, section 3.7.5, rule 1]
Postcondition assertion rule [15, section 3.7.5, rule 2]
Invariant assertion rule [15, section 3.7.5, rule 3]

Instrumented/uninstrumented testing rule [15, section 3.7.5, rule 4]

From the Subtyping and System Level Testing of LSP Using Assertions pattern in [15].

	
	If test cases are written at a higher level (system or subsystem level) and instrumentation of the code is not acceptable:

Minimum compatibility rule [15, section 3.5.5, rule 1]
LSP compliance rule [15, section 3.5.5, rule 2]

Generalized test case rule [15, section 3.8.5, rule 1]
Specialized test case rule [15, section 3.8.5, rule 2]

Min LSP coverage rule [15, section 3.8.5, rule 3]
Max LSP coverage rule [15, section 3.8.5, rule 4]
Mid LSP coverage rule [15, section 3.8.5, rule 5]
From the Subtyping and System Level Testing of LSP Using Specialized Test Cases  pattern in [15].

	Relevance
	Required for DO-178B software levels A through C. 

Should be expected to expose at least some errors in most code developed without the aid of formal specification and testing techniques. 

Requires an evaluation of available test cases for each class (unit testing), or an analysis to determine which system/subsystem level tests involve instances of particular classes.

	References
	[7, Subtyping pattern], [15, Subtyping pattern and its descendants], [12]

	Guidelines
	For a class that defines the operators operator->, operator*, and operator[], ensure the equivalence between “p->m”, “(*p).m”, and “p[0].m”.

For a class that defines the operators operator+, operator+=, operator++(), and operator++(int), ensure the equivalence of “x = x + 1”, “x += 1”, and “++x” and their relationship to “x++”.

	References
	[19, p. 11, G4.1.6, Minimizing Obscure or Subtle Programming Constructs]

	Guidelines
	When you take it upon yourself to write operator new, it’s important that your function(s) offer behavior that is consistent with the default operator new.

It is likewise important that you realize that new (and new[]) are inherited and may need to be overridden in subclasses.

Alternately class specific versions of new should invoke the default version of new for cases they cannot handle [55, p. 36]

	References
	[55, Item 8, Adhere to convention when writing operator new and operator delete], 

[55, Item 9, Avoid hiding the “normal”],

[55, Item 10,Write operator new if you write operator delete]

[56, Item 8, Understand the different meanings of new and delete]

	Guidelines
	Have operator= return a reference to *this

	References
	[55, Item 15]

	Guidelines
	Make sure public inheritance models “isa”.

	References
	[55, Item 35]

	Guidelines
	Never overload &&, ||, or , (comma)

	References
	[56, Item 7]

	Rank
	4

	Importance
	Hot

	Commentary
	GD - Superclass/subclass compatibility (conformance with LSP) is at the heart of many of the AVSI and FAA/NASA OO issues in  [15]

DS, CN - Hot

	Assessment
	ISU can identify situations in which instances of different subclasses are assigned to a variable of a more general type (superclass) at run time.

This then lets us focus on superclass/subclass compatibility for just these classes, which can be dealt with either during test case design or by instrumenting the code with appropriate pre/post checks.


	Issue 7. 
	Ambiguity resulting from the use of multiple interface inheritance

	Guidelines
	Repeated inheritance rule (for interface inheritance)

From the Multiple Interface Inheritance pattern 

	Relevance
	When the same operation is inherited by an interface via more than one path through the interface hierarchy, this should result in a single operation in the subinterface.

This is the “normal case” in languages such as Java. In C++, however, it is necessary to explicitly check for possible violations [41, section 5.5.4.2].

	References
	Multiple Interface Inheritance pattern in [7], [16]

	Guidelines
	Redefinition rule (for interface inheritance) 

From the Multiple Interface Inheritance pattern 

	Relevance
	When a subinterface inherits different definitions of the same operation [as a result of redefinition along separate paths], the definitions must be combined by explicitly defining an operation in the subinterface that follows the simple overriding rule  with respect to each parent interface. 

This is rarely the practice.  Java and C++ implicitly combine redefined methods inherited along different paths, enforcing the subtyping rules with respect to method signatures. They also permits the explicit combination of redefined methods in the sub-interface as recommended by the redefinition rule. Code reviews or tools, however, must be used to enforce this. 

It is recommended that comment annotations be introduced in this case, as in the slides for the Norfolk workshop [14].

	References
	Multiple Interface Inheritance pattern in [7], [16]

	Guidelines
	Independent definition rule (for interface inheritance)

From the Multiple Interface Inheritance pattern 

	Relevance
	When more than one parent independently defines an operation with the same signature, the user must explicitly decide whether they represent the same operation or whether this represents an error.

Java and C++ consider independently defined operations with the same signature to represent the same operation. Comment annotations [14] can be used to ensure this is the real intent, i.e. that the matching of signatures is not simply accidental. 

This rule can be enforced by code reviews or by tools.

	References
	Multiple Interface Inheritance pattern in [7], [16]

	Rank
	4

	Importance
	Hot

	Commentary
	GD – The AVSI Multiple interface Inheritance pattern [7] calls for detection/resolution of potential sources of ambiguity.

GD – An updated version of the same pattern appears in the FAA position paper on Multiple Inheritance [16].

GD – The slides for my presentation at the OOTiA workshop in Norfolk [14] also contain some examples of these cases, and use annotations to capture the developer’s intent (which is not explicitly called for in the AVSI Guide or the FAA position papers.

GD – It, however, is recommended as part of any proposed solution.

	Assessment
	The ambiguous cases can be detected by ISU.  Annotations and simple refactorings can be used to resolve them.


	Issue 8. 
	Ambiguity resulting from the use of multiple implementation inheritance

	Guidelines
	Repeated inheritance rule (for implementation inheritance)

From the Multiple Implementation Inheritance pattern in [7],  [41, section 5.4.4]

Updated in [16], new patterns added.

	Relevance
	Multiple implementation inheritance is generally forbidden at levels A through C.  The recommendation is that delegation be used instead.  Refactoring can be used to convert from one representation to the other.

For level D, sharing (virtual inheritance in C++) should be used by default.  Comment annotations should be used to identify cases in which replication (rather than sharing) is intended (as in [14]).

This rule can be enforced by code reviews or by tools.

	References
	Multiple Implementation Inheritance pattern in [7], [16]

	Guidelines
	Redefinition rule (for implementation inheritance)

From the Multiple Implementation Inheritance pattern 

	Relevance
	Multiple implementation inheritance is generally forbidden at levels A through C.  The recommendation is that delegation be used instead.  Refactoring can be used to convert from one representation to the other.

For level D, a subclass method should be defined to explicitly combine the different inherited versions of the method.  Comment annotations should be used in this case (as in [14]).

This rule can be enforced by code reviews or by tools.

	References
	Multiple Implementation Inheritance pattern in [7], [16]

	Guidelines
	Independent definition rule (for implementation inheritance)

From the Multiple Implementation Inheritance pattern 

	Relevance
	Multiple implementation inheritance is generally forbidden at levels A through C.  The recommendation is that delegation be used instead.  Refactoring can be used to convert from one representation to the other.

For level D, a subclass method should be defined to explicitly combine the different inherited versions of the method.  Comment annotations should be used in this case (as in [14]).

This rule can be enforced by code reviews or by tools.

	References
	Multiple Implementation Inheritance pattern in [7], [16]

	Guidelines
	Model “has-a” or “is-implemented-in-terms-of: through layering (delegation).

Use private inheritance judiciously.

Use multiple inheritance judiciously.

	References
	[55, Item 40],

[55, Item 42],

[55, Item 43]

	Rank
	4

	Importance
	Hot

	Commentary
	GD – The AVSI Multiple Implementation Inheritance pattern [7] calls for replacement of multiple implementation inheritance with delegation for levels A, B and C.  

GD – An updated version of the same pattern appears in the FAA position paper on Multiple Inheritance [16].

GD - Other patterns in [16] propose restricted use of multiple implementation inheritance (without repeated inheritance), but have not been yet been mapped to 178B objectives and software levels and may not be suitable for levels A, B or C.

DS – Hot.  Should follow AVSI guidelines.

CN – Hot.

	Assessment
	Can be detected and handled by ISU.  Adaptation involves conversion to the use of delegation, for which we can define an appropriate pattern.


	Issue 9. 
	Unrestricted use of dynamic allocation (of memory and other resources) after initialization

Potential memory leaks

Improper de-allocation during object destruction or failure to call destructor (resulting in memory leaks)

	Guidelines
	The elimination of dynamic resource allocation following initialization is one of the main obstacles to the certification of software not written with this policy in mind. 

As an alternative to the preallocation of resources during initialization, we can perform an analysis to determine our maximum resource requirements. Although this breaks the letter of the law, it does not violate the spirit of it. We address concerns about adequate resources by proving that a resource pool of a given size is sufficient and available.  We address concerns about potential memory leaks by periodically exiting and reentering the scope in which this pool is defined, ensuring all resources are periodically reclaimed.

Other related approaches to resource allocation are discussed in [41, section 4].  These address the use of analysis to determine the maximum size of the associated resource pools.

	Relevance
	The OCP uses a policy of that involves the preallocation of all resources during initialization.  

Barring the need to reconfigure the system in response to a significant failure (leading to a “mode switch”), this resource configuration remains in effect. 

There is, however, an interest in more dynamic resource allocation policies, and there are potential issues related to the reallocation of resources during “mode switches”.

	References
	[1, section 4.2.5, Resource allocation and static configuration], [41, section 4].

	Guidelines, Relevance
	Dynamic allocation/deallocation is prohibited following initialization for software levels A through C.

All allocation must use new and delete (in preference to malloc, realloc, and free).

The overloading new and delete is prohibited.

	References
	[21, section 3.4.1, Dynamic allocation; new, delete]

	Guidelines, Relevance
	For levels A through C, the system is required to halt in response to an out of memory exception (which should occur only as a result of a design error).

	References
	[21, section 3.4.3, Resource Exhaustion]

	Guidelines
	Dynamic allocation of memory following initialization is prohibited for levels A, B and C.

	References
	[20, section 3.0]

	Guidelines
	Dynamic allocation is prohibited following initialization

	References
	[28, p. 6, section 2.3.9 Other Memory Usage Analysis]

	Guidelines
	To avoid memory leaks. all classes should include a destructor that releases any memory allocated by the class’ constructor.

To ensure destructors are called (when a constructor fails), class constructors should be declared using an initializer list to set data members (attributes) to their initial values rather than using assignment within the body of the constructor.

The order of initializers in this list should be the same as the order in which the data members are declared (to avoid creating the impression that they will be called in some different order).

Finally. always set a “new_handler” using the built-in function set_new_handler.  The default new_handler terminates the program when it cannot satisfy a memory request.  Program termination at a critical time may be disastrous.

	References
	[19, p. 8, G1.1.1, Minimizing Dynamic Memory Allocation], 

[19, p. 8, G1.1.1, Minimizing Dynamic Memory Allocation],

[55, Item 12, Prefer initialization to assignment in constructors].

[55, Item 13, List members in an initialization list in the order in which they are declared]

	Guidelines
	The problem with malloc and free (and their variants) is simple: they don’t know about constructors and destructors.

Still there are many library functions that use them, and are worth reusing.

There is nothing wrong with calling malloc and free within inside a C++ program as long as you make sure the pointers you get from malloc always meet their maker in free and the pointers you get from new eventually find their way to delete.  The problems start when you get sloppy and try to mix new with free and or malloc with delete.

Given that malloc and free are ignorant of constructors and destructors and that mixing malloc/free with new/delete can be more volatile than a fraternity rush party, you’re best off sticking to an exclusive diet of news and deletes whenever you can.

	References
	[55, Item 3, Prefer new and delete to malloc and free]

	Guidelines
	Use the same form in corresponding uses of new and delete.

Avoid using typedef for array types.

Make sure all constructors that use new to initialize a pointer member do so in the same way.

Use delete on pointer members in destructors and assignment operators.

	References
	[55, Item 5, Use the same form in corresponding uses of new and delete], [55, Item 6, Use delete on pointer members in destructors]

	Guidelines
	Provide a well defined new_handler for out of memory errors detected by new.

A well defined new_handler function must do one of the following:

· Make more memory available

· Install a different new handler

· Deinstall the new handler

· Throw an exception

· Not return

	References
	[55, Item 7, Be prepared for out-of-memory conditions]

	Guidelines
	Don’t try to return a reference when you must return an object

	References
	[55, Item 23, p. 103, “In fact, this is a guaranteed memory leak …”]

	Guidelines
	Use destructors to prevent resource leaks

	References
	[56, Item 9]

	Guidelines
	Prevent resource leaks in constructors.

	References
	[56, Item 10]

	Guidelines
	Prohibit heap based objects (as described in [56, pp. 157-158])

	References
	[56, pp. 157-158]

	Guidelines
	Use smart pointers (as described in [56, p. 159] and elsewhere)

	References
	[56, p. 159]

	Guidelines
	If a function isn’t going to handle (or translate or deliberately absorb) an exception, it should allow the exception to propagate up to a caller who can handle it.

Always structure your code so that resources are correctly freed and data is in a consistent state even in the presence of exceptions.

Observe the canonical exception safety rules: Never allow an exception to escape from a destructor or from an overloaded operator delete() or operator delete[](); write every destructor and deallocation function as though it had an exception specification of “throw”.

In each function, take all the code that might emit an exception and do all that work safely off to the side.  Only then, when you know that the real work has succeeded, should you modify the program state (and clean up) using only non-throwing operations.

Never make exception safety an afterthought.  Exception safety affects a class’s design.

Prefer cohesion.  Always endeavor to give each piece of code – each module, each class, each function – a single, well-defined responsibility.

Always use the “initialization is resource acquisition” idiom to isolate resource ownership and management.

	References
	[60, Items 8 through 17]

	Rank
	4

	Importance
	Hot

	Commentary
	DS – Hot

CN – Major

GD – A number of restrictions can be imposed.  The most extreme is no dynamic allocation at all following initialization, consistent with avoiding use of the heap during normal execution [28, p. 6, section 2.3.9 Other Memory Usage Analysis]

GD – It is also possible to use of pre-sized memory pools associated with a scope that is periodically entered and exited (causing all memory in pool to be reclaimed much as with a stack).

GD – These and other policies are discussed in [41].

	
	See also [28, p. 10, section 3.1.2, “… and dynamic creation of objects during execution (using access types) …]

GD – Consider implicit requirements for dynamic allocation, e.g. with respect to type conversions, the creation of heap allocated temporaries during a computation, implicit constructor calls, the return of complex types by functions, etc.  See [28] for concerns regarding this in Ada.

Based on conversations with Boeing at the June OCP meeting, the OCP attempts to preallocate all resources (although reallocation may occur on a mode switch).

ACE strings, however, are dynamically allocated, and it is unclear whether steps are taken to avoid dynamic allocation of CORBA requests and CORBA connections, or to avoid dynamic allocation within the protocol stack.

All sizing of resource pools is based on testing of the system, rather than analysis.

	Assessment
	Can be detected by ISU using flow analysis.  Adaptation is more difficult, although we have defined some patterns to address this [41], and have applied them by hand to the Zen ORB.  Automation could involve either aspects or software specialization (partial evaluation).


	Issue 10. 
	Formal aspects. The cross cutting behaviors that typically characterize safety critical applications are difficult to modularize, formalize, and apply consistently.

	Guidelines
	Formally specified aspects (like formally specified classes) offer a degree of precision that is needed for high assurance applications. By formalizing aspects, however, we are able to have an effect that goes well beyond that of the formalization of an individual class, allowing us to directly weave in policies that guarantee key system level safety properties.

To achieve this, it is necessary to a) formally prove the correctness of the policy, b) analyze the software to logically identify all the points at which the aspect should be applied, and c) successfully weave the aspect into the baseline software without interfering with other aspects.

Ideally b) and c) are accomplished using “qualified” tools, making it unnecessary to independently verify the result.  Alternatively, a qualified tool can be provided to check the output of an unqualified weaver.

	Relevance
	AOP has not yet been applied to the OCP, making it a prime candidate for such an approach.

	References
	[34, Formal aspects]

	Rank
	4

	Importance
	Hot

	Commentary
	Of interest in high assurance version of the OCP, based on discussions with Boeing at June OCP meeting.

Key concerns = potential interference between aspects, verification of the composed result.


	Issue 11. 
	Aliasing, involving pointers or arguments

	Guidelines
	Aliasing refers to the ability to reference the same object or data value by more than one name. The ability to write to aliased values is an issue for most forms of formal analysis. Aliasing can occur with respect to either method parameters (when a reference to the same object appears more than once in the argument list of a call) or object references (when more than one variable references the same object). While the first case occurs only infrequently, the sharing of objects by means of references is common practice in OO software systems. Some guidelines permit such aliasing, while others regard it as an issue.

	Relevance
	The aliasing of references to writeable data values is potentially an issue even for well written software.

	References
	[1, section 3.2.3, Coding guidelines]

	Guidelines
	Aliased objects (Ada95), parameter aliasing, and general access types (pointers) are all prohibited at levels A, B, and C.

	Relevance
	This appears overly restrictive, and inappropriate for OO languages.  Restrictions on the aliasing of out parameters and (more generally) on pointers to objects that provide write access are recommended instead. 

	References
	[20, section 3.2], [20, section 3.6] , [20, section 3.6]

	Guidelines
	Declare an appropriate copy constructor and assignment operator for classes with dynamically allocated memory

Or declare private versions of these operations, to eliminate them from the client interface.

	References
	[55, p. 52, Item 11, Declare a copy constructor and an assignment operator for classes with dynamically allocated memory, “The solution to these kinds of pointer aliasing problems …”]

	Guidelines
	Check for assignment to self in operator=.

	References
	[55, Item 17]

	Rank
	4

	Importance
	Hot

	Commentary
	DS – Hot

GD – Should include aliasing of macro arguments.

See also [28, p. 18, section 5.2] and [28, p. 24, section 5.6]

And [24, p. 7, Example 2], [28, p. 4, section 2.3.4], [28, p. 10, section 3.1.1, Effects of parameter passing mechanisms]

GD – Fragmentation is also a concern if dynamic allocation is permitted [6, section 4.2, concern M1].

	Assessment
	Clearly aliasing cannot simply be forbidden in OO languages, which rely heavily on the passing of references to objects as parameters.

As a result, we need to provide appropriate guidelines. 

The aliasing of read-only parameters should not be a problem since this is no different than passing two unaliased arguments that happen to represent the same value.

Issues only arise when a) we pass a pointer that allows write access (either directly or indirectly) to the referenced data, and b) when the code that manipulates this data was not designed to handle such aliased arguments.

At a minimum, it would seem possible for ISU to identify such cases as a focus for manual inspection of the code.


	Issue 12. 
	Initialization before use.

Failure to initialize all attributes during the construction of an object (Incomplete construction) [Offutt]

Variables that are used before they are set (def/use or set/use)

Variables that are overwritten before being read (multiple writes without intervening reads)

Initialization to a meaningful (rather than just a default) value

Includes local variables, fields, global data, static data

	Guidelines
	Source code static analysis

	Relevance
	Required for all DO-178B software levels.

To compensate for the weak data type checking provided by C++ at compile time and its lack of run-time variable range checking, a source code analyzer (such as lint) must be run against the code.

	
	“An acceptable source code analyzer shall find all instances of the following faults in a set of C++ source code, which may consist of one or more separate modules:

. Type inconsistency within statements and between functions

. Unreachable code

. Automatic variables declared and not used

. Iterations not entered at the first statement

. Logical expressions that evaluate to a constant

. Variables that are used before set
. Function argument list mismatches and type inconsistencies

. Functions called with varying numbers of or types of arguments

. Functions that return values in some places but not others

. Functions that return values that are not used

. Function calls that use a return value when the function does not return a value

Note: The restriction on varying argument types (above) is interpreted to allow polymorphic argument assignment, i.e. a subtype value may be passed as an argument to a parameter of a corresponding supertype). This is consistent with the AVSI guidelines.

	References
	[21, section 3.1.2, Source Code Static Analysis]

	Guidelines
	Global data must be initialized in a setup routine separate from the run time code and the data declarations that is run exactly once during initialization.

	Relevance
	Required at all software levels.

	References
	[21, section 3.4.2, Global Data Initialization]

	Guidelines
	Auto variables must be initialized before use, and must not be used as function return values.

	Relevance
	Required for software levels A through D.

	References
	[21, section 3.5.2, auto variables]

	Guidelines
	Initialize all variables at their point of definition.

An array class makes this possible for arrays.  In the absence of such a class, initialize an array in a loop immediately after its definition.

Finally, class constructors and operator= should initialize all class attributes.

For constructors, “call” attribute’s constructors before the body of the constructor (using an initializer list), and note that C++ defines the order of these calls as the order in which the attributes are declared in the class and not the order they appear in the constructor definition.

Note: To avoid any chance of confusion, place the initializer “calls” in the same order as the attribute declarations.

	References
	[19, p. 9, Initialization of Variables before Use]

	Guidelines
	The problem with malloc and free (and their variants) is simple: they don’t know about constructors and destructors.

Still there are many library functions that use them, and are worth reusing.

There is nothing wrong with calling malloc and free within inside a C++ program as long as you make sure the pointers you get from malloc always meet their maker in free and the pointers you get from new eventually find their way to delete.  The problems start when you get sloppy and try to mix new with free and or malloc with delete.

Given that malloc and free are ignorant of constructors and destructors and that mixing malloc/free with new/delete can be more volatile than a fraternity rush party, you’re best off sticking to an exclusive diet of news and deletes whenever you can.

	References
	[55, Item 3, Prefer new and delete to malloc and free]

	Guidelines
	Assign to all data members in operator=.

	References
	[55, Item 16]

	Guidelines
	Ensure that non-local static objects are initialized before they are used.

	References
	[55, Item ]

	Rank
	4

	Importance
	Hot

	Commentary
	GD  – Need a predicable initial state that satisfies all data invariants.

CN – Need range checks.

DS – But not sufficient, must also satisfy invariants, and must prove we initialize all data before use.  Very important.

GD – Consider also [23, section 4.1, data flow analysis and associated annotations].  We may, however, not want to go to the level of specification needed for this.

See also [28, p. 4, section 2.3.2, Data Flow Analysis]

	Assessment
	Can be detected by ISU. 


	Issue 13. 
	Need to enforce data and safety invariants

Are data and safety invariants established by initialization?

Do data values remain within range?

Do data invariants hold at partition boundaries (e.g. between trusted and untrusted software)?

	Guidelines
	Invariant rule  
From the Class Coupling pattern 

	Relevance
	Nearly all well written code should comply.

Compliance, however, is essential to correctness, and should be carefully checked.

Check for constructors that fail to establish the invariant, for inherited methods that fail to maintain a subclass invariant.

	References
	Class Coupling pattern [7, section 4.4], [15, section 3.10]

	Guidelines
	Make parameters with range restrictions a separate class that includes the range check.

Do the same for other appropriate restrictions.

For example, SafeInt, SafeFloat, etc. in [19]

	References
	[19, p. 9, G1.2.5 Minimizing Interface Ambiguities]

	Guidelines
	The problem with malloc and free (and their variants) is simple: they don’t know about constructors and destructors.

Still there are many library functions that use them, and are worth reusing.

There is nothing wrong with calling malloc and free within inside a C++ program as long as you make sure the pointers you get from malloc always meet their maker in free and the pointers you get from new eventually find their way to delete.  The problems start when you get sloppy and try to mix new with free and or malloc with delete.

Given that malloc and free are ignorant of constructors and destructors and that mixing malloc/free with new/delete can be more volatile than a fraternity rush party, you’re best off sticking to an exclusive diet of news and deletes whenever you can.

	References
	[55, Item 3, Prefer new and delete to malloc and free]

	Rank
	4

	Importance
	Hot

	Commentary
	GD – Should enforce data invariants for all critical data.  Can use background data audits for less critical data.

GD – Should ensure the system always comes up in a predictable, fully initialized state, consistent with any data invariants.

DS, CN – Agree.

	Assessment
	This requires the introduction of annotations (at either the design or code level) to state the appropriate invariants.

Presumably these would come from a more precise definition of the requirements, and their traceability to the design.

At a simple level, automation could involve the instrumentation of the code by ISU with appropriate run time checks.

It might, however, also involve static analysis to prove certain properties without the need for this.

Further effort is required to define the types of invariants we would be most interested in verifying using static analysis and the feasibility of doing so.


	Issue 14. 
	Enforcement of safety invariants

	Guidelines
	The approach advocated by [1] involves identification of software errors that might contribute to system level hazardous conditions and their mitigation through the enforcement of related safety invariants.

Often these invariants are associated with use cases (scenarios) rather than with individual classes.

	References
	[1, section 4.1.4, Specifying hazard control], [1, section 4.1.5, Enforcing safety invariants]

	Rank
	4

	Importance
	Hot

	Commentary
	GD – Look for violations of application specific safety invariants, as suggested in [1].

GD – Look for execution anomalies, frequent cycle slips, other failures to meet Quality of Service (QoS) guarantees.

CN – Look for other failures, e.g. the OCP hangs, the OCP misschedules I/O, the OCP fails to perform I/O.

DS, CN – Look for errors related to reconfiguration.  The OCP may reconfigure incorrectly, using the wrong “execution tree”.   The OCP may not respond to a reconfiguration request.

	Assessment
	The intent here is to extend the idea of data invariant to the more general notion of safety invariant.

The invariants to be checked would be similar to those discussed in [1].

The potential for automation (using a combination of run time checks and static analysis) is similar to that for data invariants.

Further effort is required to define the types of invariants we would be most interested in verifying using static analysis and the feasibility of doing so.


	Issue 15. 
	Functions called with varying numbers of or types of arguments

	Guidelines, Relevance
	At software levels A through D, functions are required to declare a fixed number of arguments, and all calls to the function are required to pass a corresponding number of arguments.

Note: In addition to prohibiting indeterminate function argument lists, this also prohibits the use of default parameter values in calls and function definitions.

	References
	[21, section 3.7.2, Indeterminate Function Argument List]

	Rank
	4

	Importance
	Hot

	Commentary
	DS – Hot, should not be allowed.

	Assessment
	Can be detected by ISU.  Need to consider appropriate adaptations.


	Issue 16. 
	Use/overriding of default parameter values.

	Guidelines
	Simple overriding rule [7, p. 17]
“The simple overriding rule intentionally does not allow other specializations of operations (such as the redefinition of inherited default parameter values), but instead restricts overriding to forms known to be safe in all languages.” [7, p. 17] 

See also [7, p. 19, section 4.1.5.3, C++ guidelines]

From the pattern Single Inheritance with Overriding 

	Relevance
	Required for DO-178B software levels A through D. 

Nearly all well written code should comply. 

	References
	Single Inheritance with Overriding pattern [7, section 4.1] [15, section 3.2]

	Guidelines
	The use of default expressions for some parameters is a convenience but comes at a cost. Implementations may differ in how they support default parameters making time and memory usage analysis difficult.

Also, the traceability of source code to object code is difficult and may depend on implementation details.

	References
	[20, section 3.6]

	Guidelines
	Never redefine an inherited default parameter value.

	References
	[55, Item 38]

	Guidelines
	Never redefine an inherited default parameter value.

	References
	[23, section 4.1], [18, p. 272, Avoidance of hidden ‘action at a distance’],

	Rank
	4

	Importance
	Hot

	Commentary
	GD – Per the AVSI guidelines, for reasons discussed by Scott Meyers [30, Item 38: Never redefine an inherited default parameter value]

GD – This is also in accord with SPARK [23, section 4.1] and [18, p. 272], although the reasons given are different. 

DS – And in agreement with the guideline that states that each function be called with a fixed number of parameters (above).

DS, GD – Hot

See [28, p. 24, section 5.6, Default Expression]

See also Issue 15, which effectively prohibits the use of default values at the point of call.

	Assessment
	Can be detected by ISU.  Adaptation is straight forward.


	Issue 17. 
	Break in switch

	Guidelines, Relevance
	At software levels A through D, ‘falling through a case statement’ is prohibited.

“Each case in a switch, which contains any executable code, shall be terminated with a break.” [21, section 3.6.1, break in switch]

	Relevance
	This should not occur in well written code.

	References
	[21, section 3.6.1, break in switch]

	Rank
	4

	Importance
	Hot

	Commentary
	All - Hot

	Assessment
	Can be detected by ISU.  Adaptation is straight forward if we can be told (e.g. interactively) whether this represents a mistake (requiring the simple addition of a break statement) or requires a refactoring of the code (preserving the semantics as given).


	Issue 18. 
	Re-entrant function execution

	Guidelines, Relevance
	Explicitly re-entrant functions are allowed at all software levels, with suitable restrictions.

At levels A through D, explicitly re-entrant functions must be traceable to the software requirements and must not assign values to global variables.

Note: The assignment restriction should probably extend to all data values shared by more than one object (class variables) and to all data values shared by more than one thread.

	References
	[21, section 3.7.5, Re-entrant Functions]

	Rank
	4

	Importance
	Hot (with respect to the re-entrancy of interrupt handlers)

	Commentary
	CN- Interrupt handlers must not assign values to global variables.

GD – Does the OCP contain any interrupt handlers?

	Assessment
	Accesses to shared data in re-entrant functions can be detected by ISU given a list of re-entrant functions to check, or some annotation for identifying them.

This could be combined with the formal pre/post style specification of interfaces as contracts.


	Issue 19. 
	Use of goto’s

	Guidelines, Relevance
	The use of goto should be excluded because it complicates flow analysis (FA), symbolic analysis (SA), timing analysis (TA), and structural testing (ST).

The use of goto is regarded as both unnecessary, and undesirable compared to the use of other control structures.

It should not appear in well written code.

	References
	[28, p. 23, Table 7, note 2]

	Guidelines, Relevance
	For reasons already given, the use of goto is regarded as both unnecessary, and undesirable compared to the use of other control structures.

It should not appear in well written code.

	References
	[23, section 4.1]

	Rank
	4

	Importance
	Hot

	Commentary
	DS – Hot.

GD – Disallowed by SPARK [23, section 4.1] and ISO [28]

See also [28, p. 23, section 5.5] and  [28, p. 10, section 3.1.2]

	Assessment
	Can be detected by ISU.  Need to consider appropriate adaptations.


	Issue 20. 
	A DO-178B level A development process is (by itself) insufficient to produce ultra-high assurance applications (intended to result in no more than 10-9 hazardous failures per flight hour)

Use of dissimilar hardware and software

Code generation from formal models using qualified tools

	Guidelines
	Based on work similar to that on ATC’s NASA project, or development of selected classes in a tool such as Perfect Developer (from Escher Technologies).

	References
	[44]

	Guidelines
	Experience with recent projects coming under the certification authority of the JAA (European counterpart to the FAA) has led to the conclusion that a DO-178B level A certification process is not sufficient to achieve ultra-high levels of system assurance.

Proposed JAA guidelines cite the use of formal methods (above) and the use of dissimilar hardware and software as potential approaches to achieve this additional level of system level assurance.

	References
	[48]

	Guidelines
	To support internal diversity, create multiple classes that respond to the same messages, but implement the corresponding methods differently.  This allows the classes to be used interchangeably.  These classes should also have different internal representation i.e., different attributes.

	References
	[19, p. 5, G2.1.1., Control of Internal Diversity]

	Rank
	4

	Importance
	Hot

	Commentary
	GD – The focus is on correctness by construction and the use of formal OO models.

GD – There has been only limited tool support for this in the past (in OO circles), but new tools appear to be worth experimenting with, e.g. on some small subset of the OCP.


	Issue 21. 
	Requirements based testing of OCP to MC/DC coverage criterion (assuming enforcement of the simple overriding rule, the simple dispatch rule, and the method extension rule)

	Issue 22. 
	Use of static binding to extend inherited methods

	Issue 23. 
	Use of dynamic dispatch

	Guidelines
	Simple dispatch rule [15, section 3.2.5, rule 3]

Dispatch time rule [15, section 3.2.5, rule 5]

Object code traceability rule [15, section 3.2.5, rule 6]
From the pattern Single Inheritance with Overriding 

	Relevance
	Required for DO-178B software levels A through D. 

Nearly all well written code should comply. 

Check for language specific violations [7, sections 4.1.5.1, 4.1.5.2, 4.1.5.3]

	References
	Single Inheritance with Overriding pattern [7, section 4.1], [15, section 3.2]

	Guidelines
	Method extension rule 
From the patterns Single Inheritance with Overriding and Method Extension 

	Relevance
	Required for DO-178B software levels A through D. 

Nearly all well written code should comply. 

Check for language specific violations [41, sections 5.2.5, 5.3.3].

	References
	Single Inheritance with Overriding [7, section 4.1], [15, section 3.2] and Method Extension [7, section 4.3], [15, section 3.9]

	Rank
	4

	Importance
	Hot

	Commentary
	DS – Test criteria should be those given by DO-178B, i.e. requirements based testing, with an underlying measurement of structural coverage to MC/DC.

GD – Requires dynamic dispatch be treated as semantically equivalent to a case statement (Single Inheritance with Overriding pattern).  Requires that coverage tools either deal with it in this way, or that the testing process guarantee MC/DC coverage of dynamic dispatch (Subtyping pattern).

DS – T-VEC can be used to generate test cases from pre/post to satisfy MC/DC

GD - Fills an important need for Boeing with respect to the current OCP

Promoted as a result of discussions at June OCP meeting.

See also  [28, p. 7, section 2.4.2, Requirements-based Testing] and [28, p. 7, section 2.4.3, Structure-based Testing]

	Assessment
	Can be addressed by Rockwell Collins using T-VEC and an appropriate C++ MC/DC coverage tool.

But cannot address the entire OCP, only a small, selected subset.

May need to independently verify MC/DC coverage of dynamic dispatch or rely on testing process to provide it.  


	Issue 24. 
	Enforcement of architectural layering/partitioning rules

For example: A software module may only call modules in lower layers (or the layer immediately beneath it)

Or enforcement of encapsulation at a finer grained level than permitted by most languages (similar to Eiffel)

	Guidelines
	Typically a software module may only call modules in lower layers, or the layer immediately beneath it.

Annotations can be provided to further constrain access (e.g., to particular types of clients).

	Rank
	4

	Importance
	Hot

	Commentary
	GD – Related to partitioning, but enforced at compile time/build time rather than with hardware.

GD – Package/namespace visibility rules (enforced by the language) are valuable but probably insufficient (since they do not take into account the direction of the reference or may require a nesting of packages/namespaces that locks us into an architecture that is not appropriate for all systems where the software is used).

GD – Need to flush out the issues, with examples.

GD – Based on conversations with Boeing at the June OCP meeting, this appears to be a good idea.  We should, for example, be able to restrict a given layer to build only on that immediately beneath it, or prevent a layer from building on anything above it.

	Assessment
	Appears do-able by ISU, if we want it.


	Issue 25. 
	Compiler generated default constructors, copy constructors, and the operators operator=, operator&, operator, (i.e., operator<comma) all have default meanings that may be inappropriate for a given class.

	Guidelines
	Define each of these explicitly in every class. 

To avoid unwanted implicit calls to these constructors and operators, declare them private and do not provide an associated implementation [55, item 27, p. 116]

	References
	[19, p. 11, G4.1.6, Minimizing Obscure or Subtle Programming Constructs]

	Guidelines
	Know what functions C++ silently writes and calls.

Explicitly define or disallow use of all implicitly generated member functions.

Declare a copy constructor and an assignment operator for classes with dynamically allocated memory.

	References
	[55, item 45, p. 212],


[55, item 27, p. 116],

[55, item 11, p. 49]

	Guidelines
	Law of The Big Three: “If a class needs a destructor, or a copy constructor, or an assignment operator, it needs them all.”

“During code reviews and debugging sessions, we have traced many core dumps back to violations of the law”

	References
	[39, p. 193, FAQ 199] 

	Rank
	4

	Importance
	Hot

	Commentary
	GD – A common (and potentially serious) problem.


	Issue 26. 
	Floating point overflow, underflow 

	Rank
	4

	Importance
	Hot

	Commentary
	DS – A problem.  Underflow, however, is often more of a concern than overflow.

GD – Per SPARK [23, section 4.1], related to SPARK goal of provably exception free execution.  

GD – And the goal in more lenient exception policies of being free of predefined (as opposed to user defined) exceptions.

DS- Hot

See also [28, p. 27, section 5.8 Arithmetic Types]

	Assessment
	Detection of floating point overflow/underflow by means of static analysis appears to be too difficult to consider as part of this project.

Its value is also unclear since, in the general case, a dynamic check is required (and is typically done by the hardware).

The check on the use of equality to compare floating point values, however, is straight forward and easy to implement.


	Issue 27. 
	Portability

Accidental mismatch of software and processor (or compiler), e.g. with respect to desired precision and accuracy

	Guidelines, Relevance
	All target processor and compiler specific behaviors and dependencies must be documented including:

. target computer dependent sign extension (for byte to word conversion and shift operations)

. target computer specific byte, integer, and floating point sizes

. number of registers (which can be used by storage class register)

. bit ordering and format

. byte to word mapping

. sizes of the floating point types float and double

	References
	[21, section 4.1.1, Sign Extension], [21, section 4.1.2, Byte size – Word Size], [21, section 4.1.3, Number of Registers], [21, section 4.1.4, Bit Ordering, Format], [21, section 4.1.5, Byte to Word Mapping], [21, section 4.1.6, Floating Point]

	Guidelines, Relevance
	Explicitly test for expected precision and accuracy.

Regression test the floating point data type to ensure compliance with standards (e.g., the floating point standard ANSI/IEEE Std 754-1985).

For integer types, C++ guarantees only that sizeof(short) <= sizeof(int) <= sizeof(long); no guarantee that a particular size has a particular number of bits is made.  Use regression testing to ensure the size of “short”, “int”, and “long” are sufficient.

Such testing should be made part of system startup, to protect against improper porting of the software.

Note: Other portability tests, related to endianess and other criteria can also be included.  Similar tests can be made of built-in functions and libraries upon which the software depends.

Note: Based on discussions with Boeing at the June OCP meeting, a problem involving an invalid cast and assumptions related to the little endian/big endian nature of the data recently took over two days to find and fix.

	References
	[19, p. 5, G1.2.7, Precision and Accuracy], 

[19, p. 5, G3.1.1, Controlled Use of Built-in Functions],

[19, p. 5, G3.2.1, Controlled Use of Compiled Libraries]

	Rank
	5

	Importance
	Hot

	Commentary
	DS – Important but an emphasis on portability by Boeing during OCP development should be sufficient.

GD – Should make sure all concerns were taken into account, provide list of portability issues that should have been addressed and ask if they were (e.g. in code reviews).

GD – We should follow Binkley’s guidelines suggesting definition of start up routines that explicitly perform run-time portability tests (with regard to the size of data types, little endian vs. big endian, etc.) related to portability, and do not allow the system to boot if they are violated.

GD - This is cheap and easy, and ensures such problems are caught before the system boots.


	Issue 28. 
	Overloading and implicit type conversion involving calls to overloaded methods.

	Guidelines, Relevance
	Overloaded method rule. 

To avoid potential problems involving the association of calls with methods, it is recommended that any set of overloaded methods whose signatures are implicitly convertible to one another be required to have the same semantics. Formally this means they must have the same pre and postconditions.  Informally this means that they must share the same set of test cases.

	References
	[10], [11, Overloading position paper, version 1.0]

	Guidelines
	Avoid overloading on a pointer and a numerical type

Guard against “potential ambiguity”

	References
	[55, Item 25], 

[55, Item 26]

	Rank
	5

	Importance
	Hot

	Commentary
	GD – Detect/report violations of guidelines.

DS – At least hot

CN – Medium to hot

GD- Average = hot

See [10], and [11] for guidance

And [28, p. 19, section 5.3]

	Assessment
	Full automation requires the specification and comparison of pre/post conditions.

It, however, should be possible for ISU to identify calls that could map to any of several overloaded functions through the use of implicit conversion (ambiguous overloaded calls).  This, however, needs to be discussed further with them.


	Issue 29. 
	Expected Boeing control and data flow analysis requirements (based on an exchange of email with John Chilenski and others in June ’02)

Actual information flow must be consistent with specifications related inputs to outputs (e.g. in a CoRE-like specification of the system)

All the required dependencies are implemented (and the expected information flows)

And no incorrect ones are established (only the expected information flows)

Data is not lost or corrupted.

	Guidelines
	

	References
	[28, p. 4, section 2.3.3, Information Flow Analysis]

	Guidelines
	Use annotations to express the desired flow relationships, driving the use of flow analysis to perform the needed checks (as described in the associated references)

	References
	[18, p. 219, section 10.3], [18, pp. 10, 47, 219, 270, 341].

	Rank
	5

	Importance
	Hot

	Commentary
	GD - In accordance with the Boeing guidelines expected in December ‘02, based (in part) on research at Georgia Tech [47]

GD – In accordance with the discussion of information flow analysis in [23, section 4.1] and [18, pp. 10, 47, 219, 270, 341].

GD – Described best in [18, p. 219, section 10.3]

GD – May be related to expected data and control flow requirements expected from Boeing Seattle in July.  See my email to John Chilenski on this subject.

GD, DS – Analysis is dependent upon a specification of the expected relationship between inputs and outputs (so that the flow can be checked).

GD – This is done using annotations in SPARK, but is more properly a part of the requirements (the REQ relation in CoRE) or the design.

DS – T-VEC can generate associated tests, e.g. from SimuLink specs.

	
	GD – Should also be captured by statement of postcondition.

DS – Other

GD – At least medium, and perhaps higher.  

GD - Best (at this stage) to wait and see what Boeing Seattle asks for.

See also [28, p. 4, section 2.3.3, Information Flow Analysis]

And [6, p. 8, section 4.2, concerns D1, D2, D3, D4]

	Assessment
	The Boeing requirements may call for an analysis along the lines of that proposed by Georgia Tech (in research funded by Boeing [47]).

Or they may address issues related to information flow analysis (below).

We need to discuss this with ISU and develop more specific guidelines for it.


	Issue 30. 
	Unrestricted use of pointers and pointer arithmetic

Use of pointer arithmetic

Validity of pointers

	Issue 31. 
	Dangling pointers (to deallocated or reallocated memory)

Return of references/pointers to auto variables (local variables)

	Issue 32. 
	Pointers to auto variables (local variables)

	Issue 33. 
	Pointers to members

	Guidelines
	Direct manipulation of pointer values (pointer arithmetic) should be prohibited.

Java and C# can be used as a guide.  What cannot be done is these languages generally should not be allowed.

	Relevance
	This should not be an issue for well written software, however, the use of pointers in C++ is so pervasive that it is difficult to be sure that such guidelines are always enforced.

	References
	[1, section 3.2.3, Coding guidelines], [1, section 4.2.3, Coding guidelines]

	Guidelines
	Auto variables must be initialized before use, and must not be used as function return values.

	Relevance
	Required for software levels A through D.

	References
	[21, section 3.5.2, auto variables]

	Guidelines, Relevance
	Explicit calculations of pointer values (pointer arithmetic) are prohibited for software levels A through D

“Operational software shall not include pointer arithmetic.”

“In general, there is little justification for going to the effort of designing code to do pointer arithmetic.  The performance gained by doing pointer arithmetic is seldom worth the increased risk of error.  If the supplier requests a deviation from this then the module level testing called for here should, at a minimum, explore the boundary conditions of the memory parameters.  Also, the supplier must demonstrate that the code is robust in the face of invalid pointer values.”

	References
	[21, section 3.5.3.2, Explicit Pointer Value Calculation]

	Guidelines
	Declare an appropriate copy constructor and assignment operator for classes with dynamically allocated memory

Or declare private versions of these operations, to eliminate them from the client interface.

	References
	[55, p. 52, Item 11, Declare a copy constructor and an assignment operator for classes with dynamically allocated memory, “The solution to these kinds of pointer aliasing problems …”]

	Guidelines
	Check for assignment to self in operator=.

	References
	[55, Item 17]

	Guidelines
	Never return a reference to a local object or to a dereferenced pointer initialized by new within the function

	References
	[55, Item 31]

	Guidelines, Relevance
	Pointers to auto-variables (stack variables) are prohibited for levels A through C.

At levels D and E, static pointers to auto variables are permitted so long as they are set to NULL before the function returns.

	References
	[21, section 3.5.3.4, Pointers to automatic storage]

	Guidelines
	Don’t return “&local” from the function “int *f()”, or “local” from the function “int &f()”

	References
	[19, p. 13, Minimizing the Complexity of Class and Function Interfaces]

	Guidelines
	Avoid pointers to members.

	References
	[19, p. 11, G4.1.6, Minimizing Obscure or Subtle Programming Constructs]

	Guidelines
	Don’t return “&local” from the function “int *f()”, or “local” from the function “int &f()”

	References
	[19, p. 13, Minimizing the Complexity of Class and Function Interfaces]

	Guidelines
	Check for assignment to self in operator=.

	References
	[55, Item 17]

	Guidelines
	Never return a reference to a local object or to a dereferenced pointer initialized by new within the function

	References
	[55, Item 31]

	Rank
	5

	Importance
	Hot

	Commentary
	DS - Hot

CN - Very important

GD – Related to restrictions on dynamic allocation.

See also [28, p. 34, section 5.11 Access Types with Dynamic Attributes]

And [6, p. 8, section 4.2, concern M2]

	Assessment
	ISU can address this, e.g. providing restrictions similar to Java and C#, or Managed C++.

Need to consider appropriate adaptations (if any).


	Issue 34. 
	Unrestricted use of exceptions

Predefined run-time errors and exceptions

User defined/thrown exceptions

Use of set_new_handler

	Guidelines
	Exceptions are also often a controversial topic for high integrity systems. Their use ensures that the application detects and handles errors, rather than ignoring them. Their unrestricted use, however, can seriously complicate control flow analysis and testing. Some guidelines ban them; others encourage their use with restrictions.

A number of policies are discussed in [28, p. 35, section 5.12 Exceptions].

Given current disagreement on the subject, it is recommended that the error reporting and error handling policies be factored out as aspects, allowing any of several acceptable alternatives to be woven into the application in order to satisfy the customer and/or the certification authorities.

	References
	[1, section 3.2.3, Coding guidelines], [1, section 4.2.3, Coding guidelines]

	Guidelines, Relevance
	For levels A through C, the system is required to halt in response to an out of memory exception (which should occur only as a result of a design error).

	References
	[21, section 3.4.3, Resource Exhaustion]

	Guidelines, Relevance
	Exceptions may be used at software levels A through D only if explicitly called for in the software requirements.

An exception is granted to cover non-local transfer of control within the executive (hardware interrupts).

	References
	[21, section 3.6.3, Exception Handling], [21, section 3.9.1, Central Processing Unit (CPU) Exception Handling]

	Guidelines
	In real-time, embedded systems, the choices after a [predefined] exception occurs are limited.  Typically the system is shut down and/or restarted.  However, in systems that require high availability, this may be unacceptable. Hence, the only choice is to prevent [predefined] exceptions from occurring.

If the program is required to be exception-free, then an analysis is required of the range of values that variables have to ensure that each numeric operation will be exception free.

Similarly it must be shown that other exceptions (related to dynamic memory allocation, stack overflow, and threads) cannot occur.

Programs at levels A, B and C must be shown to be exception free or must provide a predefined handler for predefined exceptions.

User defined/thrown exceptions are prohibited at levels A and B.

Exceptions should not be allowed to propagate at levels A, B, or C.

	References
	[20, section 3.8], [20, section 3.12]

	Guidelines
	Avoid the use of the catch and throw exception mechanism.

Note: This is not the only valid policy with respect to the use of exceptions in high assurance applications.

	References
	[19, p. 9, G.1.2.4, Single Entry and Exit Points in Subprograms]

	Guidelines
	For literal strings, avoid “char *p=”string” as the literal “string” can be changed through the pointer (on some systems this causes abnormal termination).  Instead use “const char *p=”string” or if necessary

“p = new char[sizeof(“string”)]; strcpy(p, “string”).”

	References
	[19, p. 12, Minimizing the Use of Literals]

	Guidelines
	Provide a well defined new_handler for out of memory errors detected by new.

A well defined new_handler function must do one of the following:

· Make more memory available

· Install a different new handler

· Deinstall the new handler

· Throw an exception

· Not return

	References
	[55, Item 7, Be prepared for out-of-memory conditions]

	Guidelines
	Prevent exceptions from leaving destructors.

	References
	[56, Item 11]

	Guidelines
	Use exception specifications judiciously.

Alternatively, provide tool support to make C++ comparable to Java.

	References
	[56, Item 14]

	Guidelines
	Eliminate all sources of predefined exceptions, proving the application to be exception-free (as described in the associated references)

	References
	[23, section 4.1, absence of predefined exceptions at run time] and [18].

	Guidelines
	If a function isn’t going to handle (or translate or deliberately absorb) an exception, it should allow the exception to propagate up to a caller who can handle it.

Always structure your code so that resources are correctly freed and data is in a consistent state even in the presence of exceptions.

Observe the canonical exception safety rules: Never allow an exception to escape from a destructor or from an overloaded operator delete() or operator delete[](); write every destructor and deallocation function as though it had an exception specification of “throw”.

In each function, take all the code that might emit an exception and do all that work safely off to the side.  Only then, when you know that the real work has succeeded, should you modify the program state (and clean up) using only non-throwing operations.

Never make exception safety an afterthought.  Exception safety affects a class’s design.

Prefer cohesion.  Always endeavor to give each piece of code – each module, each class, each function – a single, well-defined responsibility.

Always use the “initialization is resource acquisition” idiom to isolate resource ownership and management.

	References
	[60, Items 8 through 17]

	Rank
	5

	Importance
	Hot

	Commentary
	DS – Hot

GD – There are tradeoffs between the use of exceptions (which ensures that errors are not ignored) and the potentially disastrous consequences of unintentionally propagating an exception many levels, losing valuable context.

GD – A number of policies are defined by [28, p. 35, section 5.12 Exceptions]

GD – Should require all user defined exceptions to be ‘checked exceptions’ (as in Java) to avoid issues related to missing handlers.

DS, CN – Should allow use of exceptions on a ‘per case’ basis, depending on the nature and significance of the error reported.

See related papers on the analysis of code that uses exceptions from Georgia Tech [46]

See also [28, p. 35, section 5.12 Exceptions] and  [28, p. 10, section 3.1.2]

And [6, p. 8, section 4.2, concern I3]

	Assessment
	ISU should be able to help us address this, restricting the use of exceptions to one of the three policies outlined in [28, p. 35, section 5.12 Exceptions].

More specific guidelines are needed for the disciplined use of exceptions, but this appears straightforward.


	Issue 35. 
	Unbounded execution involving recursion

	Guidelines
	Some guidelines also prohibit recursion of any kind (whether direct or indirect) for level A and B systems. Others permit recursion if it can be shown to be always bounded.

Tail recursion can easily be converted to iteration.

	References
	[1, section 3.2.3, Coding guidelines], [1, section 4.2.3, Coding guidelines]

	Guidelines, Relevance
	At software levels A through D, recursion is prohibited.

Note: Tail recursion can easily be converted to iteration.

	References
	[21, section 3.7.4, Recursive Functions]

	Guidelines
	The use of recursion is prohibited for levels A and B since use of this feature makes worst case stack analysis difficult.

	References
	[20, section 3.0]

	Guidelines
	Don’t use exit() in a destructor; it may cause an infinite recursion.

	References
	[19, p. 13, Minimizing the Complexity of Class and Function Interfaces]

	Rank
	5

	Importance
	Hot

	Commentary
	DS, CN - Hot, very important.

GD – Potential stack overflow.

See also [28, p. 4, section 2.3.1, “… call tree analysis can help detect direct and indirect recursion”]

And [6, p. 8, section 4.2, concern S6]

	Assessment
	Can be detected by ISU.  Need to consider appropriate adaptations (if any).


	Issue 36. 
	Use of algorithms with unpredictable or unbounded execution times


	Guidelines
	The use of unbounded data structures, and the use of algorithms whose execution times are either unpredictable or unbounded go hand in hand. The time required to search an unbounded data structure, for instance, is itself unbounded and unpredictable. The algorithms used for garbage collection (when it is present) can also be unpredictable and difficult to bound if not well chosen.

To deal with these issues, and with issues related to resource allocation and static configuration, we propose to use patterns such as those appearing in [41, section 4].

	References
	[1, section 3.2.4, Bounded execution], [1, section 4.2.4, Bounded execution]

	Rank
	5

	Importance
	Hot

	Commentary
	DS – It is unlikely that the OCP is guilty of unbounded execution times.  Problems, however, may arise in the Simulink software or other software upon which the OCP depends.

DS, GD – May need/want to enforce an upper bound on the OCP side of the interface, provide a watch dog timer or other time out mechanisms for requests.

CN – May want to record “high water” and “low water” marks of execution via a run time monitor.

DS – In past systems, permit a single cycle slip, but attempt to catch a 2 cycle slip – watch dog timer not reset for two consecutive cycles.

	Assessment
	Further effort is needed to develop specific strategies related to this.


	Issue 37. 
	Use of unbounded data structures

	Guidelines
	See Issue 36 (above).

	References
	[1, section 3.2.4, Bounded execution], [1, section 4.2.4, Bounded execution]

	Rank
	5

	Importance
	Hot

	Commentary
	GD – Data structures may be built dynamically at init time, but should still be of known size.

GD – Even if dynamic allocation is permitted following initialization, an upper bound must be set on the size of each memory pool.

GD – Or, more generally, each resource pool.

See also [6, p. 12, concern Q2, Message queue overflow]

	Assessment
	Not required unless dynamic allocation after initialization is allowed.

Otherwise, can be detected by ISU, and need to consider appropriate adaptations (if any).


	Issue 38. 
	Dependence of trusted software upon untrusted (or less trusted) software.

	Rank
	5

	Importance
	Hot

	Commentary
	GD – Related to the discussion of bounded execution (above), there is a more general issue of trusted software using untrusted (or less trusted) software.  And a need for strategies to mitigate the effect of errors in other software layers.

All – Agree

	Assessment
	Further effort is needed to develop specific strategies related to this.


	Issue 39. 
	Iterator index assignment

Loop termination

	Guidelines, Relevance
	Explicit assignment to loop index is prohibited within an iteration (while, for, do…while) at all software levels.

	References
	[21, section 3.5.7, Iterator – assignment]

	Rank
	5

	Importance
	Hot

	Commentary
	All – Hot

GD – A special case involving the use of functions with side effects in expressions.

	Assessment
	Can be detected by ISU.  Need to consider appropriate adaptations (if any).

	Guidelines, Relevance
	TBD

	References
	[18, pp. 63, 293, loop termination; p. 60, proof; p. 61, loop invariant; p. 118, loop parameters; pp. 119, 184, 231; loop stability, p. 117; p. 245, mapping; pp. 120, 218, 235, multi-exit]

	Rank
	5

	Importance
	Hot

	Commentary
	GD – The overall issue is loop termination

	Assessment
	TBD


	Issue 40. 
	Use of assignment statements as arguments

	Issue 41. 
	Operations that produce side effects are a problem when used in expressions whose evaluation order is not defined by the language, or as the values of arguments.

	Guidelines, Relevance
	At software levels A through D, assignment statements are prohibited as function arguments.

	References
	[21, section 3.7.3, Assignment Statement Function Arguments]

	Guidelines
	Functions should divided into evaluation functions (queries) and update functions (which have side effects).  No function should do both.

Evaluation functions should have all constant (const) parameters, thus preventing parameter modification.

Evaluation functions should likewise be declared const, indicating they have no side effects (are inspectors in the terminology of Stroustrup [59, p. 706]).

Update functions (modifiers) should either update the receiving object or return a new object.

Those updating the receiving object should return void.

Those returning a new object should return a new value of the same class (or type) and leave their parameters unchanged.

	References
	[19, p. 7, G.4.3.1, Single Purpose Function], 

[19, p. 10, G1.2.9, Separating Assignment from Evaluation],

[55, Item 21, Use const whenever possible]

	Guidelines
	Avoid using operator++ except for v++ where v is a simple variable or *p where p is an identifier.  

In particular, expressions such as “v[I] = I++” are undefined.

	References
	[19, p. 11, G4.1.6, Minimizing Obscure or Subtle Programming Constructs]

	Rank
	5

	Importance
	Hot

	Commentary
	

	Assessment
	Can be detected by ISU.  Need to consider appropriate adaptations (if any).  

Can define stereotypes for evaluation and update functions (accessors and modifiers), and for the two types of update function described by Binkley.


	Issue 42. 
	Use of caching, need for deterministic execution, cache coherency

	Rank
	5

	Importance
	Hot

	Commentary
	See [6, p. 11, concern M4]

GD – Applies to all forms of caching.

GD – A special case of a more general issue related to deterministic execution.

Based on discussions with Boeing during the OCP meeting in June, cache coherency (involving smart proxies in a distributed OCP environment) is an important issue.

Current approaches depend upon the use of asynchronous one-way messaging for cache updates (over a reliable network) –- an approach compatible with the Rockwell Collins Avionics Data Service.

Data is maintained in frames, with detection of frame overruns.

Only a weak notion of consistency is maintained/required.

Multiple writers are handled by updating a single master copy.

Dave Sharpe has a number of related patterns, published in a recent OOPSLA workshop paper.

	Assessment
	TBD


	Issue 43. 
	Violations of strong typing

Strongly typed representation of boolean values

	Guidelines, Relevance
	The data type bool must always be used to represent boolean values at all software levels.

Legacy implementations using other data types and arbitrary values for true and false shall be recoded with type bool.

	References
	[21, section 3.5.6,Type bool]

	Rank
	6

	Importance
	Hot

	Commentary
	DS – Use of integers values to represent booleans may affect measurements of MC/DC coverage, use of associated coverage tools.

	Assessment
	Can be detected by ISU. Adaptation should be straight forward.


	Issue 44. 
	Loop termination

Loop timing analysis

Highlighting of loops where termination may be an issue

	Guidelines
	As far as possible, “for” loops should be preferred over other forms of looping.  This is because, for static bounds, the timing analysis is deterministic

Timing analysis is complicated significantly by the use of an “exit” statement within a “for” loop because the exact behavior of the loop is harder to predict.

Similarly, timing analysis for the “while” loop is difficult, since it is not usually possible to determine accurately how many times the loop will be traversed before the exit condition is satisfied.

	References
	[20, section 3.5]

	Guidelines
	The use of break and continue in loops should be avoided …

	References
	[19, p. 8, G1.2.2, Minimizing Control Flow Complexity]

	Rank
	6

	Importance
	Hot

	Commentary
	GD – Need to separate simple loops (which are known to terminate) from loops where termination may be an issue, e.g. loops without static upper bounds.  

GD – Need not prove termination, but should highlight per the ISO guidelines for high integrity Ada [28, p. 4, section 2.3.1, “highlight the parts of the code …”], [28, p. 6, section 2.3.8, “Certain programming…”]

GD – In general, with respect to other forms of analysis, we may want to highlight portions of the code for special attention in reviews.  This can be a valuable way to focus the use of reviews if the reviewers are not overwhelmed by a long list of highlighted items to check.

	Assessment
	ISU should be able to highlight loops as suggested given more specific criteria for doing so.


	Issue 45. 
	C++ provides only weak type checking and limited run time checking

	Guidelines
	Source code static analysis

	Relevance
	Required for all DO-178B software levels.

To compensate for the weak data type checking provided by C++ at compile time and its lack of run-time variable range checking, a source code analyzer (such as lint) must be run against the code.

“An acceptable source code analyzer shall find all instances of the following faults in a set of C++ source code, which may consist of one or more separate modules:

. Type inconsistency within statements and between functions

. Unreachable code

. Automatic variables declared and not used

. Iterations not entered at the first statement

. Logical expressions that evaluate to a constant

. Variables that are used before set

. Function argument list mismatches and type inconsistencies

. Functions called with varying numbers of or types of arguments

. Functions that return values in some places but not others

	
	. Functions that return values that are not used

. Function calls that use a return value when the function does not return a value

Note: The restriction on varying argument types (above) is interpreted to allow polymorphic argument assignment, i.e. a subtype value may be passed as an argument to a parameter of a corresponding supertype). This is consistent with the AVSI guidelines.

	References
	[21, section 3.1.2, Source Code Static Analysis]

	Rank
	6

	Importance
	Hot

	Commentary
	CN – Enabled during testing, but not in the final product.

GD – Special case of checking data invariants.

GD – Should include bounds checking of array indices

GD – Some checks may be possible using static analysis, others require the addition of run time checks (e.g. using aspects)

See also [28, p. 6, section 2.3.6 Range Checking]

And [6, p. 8, section 4.2, concern M3]

	Assessment
	Should be considered a special case of checking data invariants.


	Issue 46. 
	Elaboration order

Initialization dependencies between classes/modules.

C++ allows general expressions to be used to initialize global variables but does not address the issue of the order in which such initializations have to be carried out (which can lead to some interesting surprises)

	Guidelines
	Initialization in class implementations should not depend or indirectly reference operations or objects other than static constraints declared outside the class.

Elaboration order dependencies should be avoided by restricting access to indirectly accessed objects and operations during class elaboration.

Any complex initializations should be done by operations or assignments instead of during elaboration.

(where we have substituted “class” for “package”, “class implementation” for “package body”, and “operation” for “subprogram” in the original text.)

	References
	[20, section 3.7]

	Guidelines
	

	References
	[45, p. 9, Please Elaborate]

	Rank
	6

	Importance
	Hot

	Commentary
	GD – A common concern with respect to the system wide initialization of static data

GD – Also a concern with respect dependencies between initialized values, and when instance data is initialized relative to the execution of class and superclass constructors.

GD – Some languages fail to fix the elaboration order.

DS – Hot

GD – Related to predictability of execution order, similar to order of evaluation in expressions, and order of evaluation for arguments to calls.

See also [28, p. 10, Language Rules to Achieve Predictability, Effects of elaboration order]

And [45, section 3.3] which discusses potential hazards related to elaboration order in C++ and Java.

	Assessment
	Further effort is required to determine the issues (if any) specific to C++.


	Issue 47. 
	Use of union (variant records)

	Guidelines, Applicatiuon
	Prohibited at all software levels.

	References
	[21, section 3.3.3, union]

	Guidelines
	Use a class hierarchy with virtual functions in place of a union …

	References
	[19, p. 9, G1.2.6, Use of Data Typing]

	Rank
	6

	Importance
	Hot

	Commentary
	GD – Per [28, p. 17, section 5.1.2, note 3]

DS – Hot

	Assessment
	Can be detected by ISU.  Need to consider appropriate adaptations (if any).


	Issue 48. 
	Time and space partitioning 

	Guidelines
	

	Relevance
	All SEC software is expected to be level A, marking moot issues related to partitioning by level of criticality.  

There, however, may still be important issues related to separation and partitioning even within this level, especially if some portions of the software are “less trusted”.

	References
	[1, section 3.2.3, Coding guidelines]

	Rank
	6

	Importance
	Hot

	Commentary
	DS – All SEC software is highly critical.  There is no mix of criticality.

GD - There may still be important issues related to separation and partitioning even within this level, especially if some portions of the software are “less trusted”.

CN – There may still be a need for partitioning by application.  Does each application have its own instance of the OCP?

DS – Even so, it is OK to share data.

DS, CN – One axis may affect another. 

CN – Partition to prevent errors.

GD – Define invariants related to data access when not enforceable at a class or package/namespace level?

CN – Partitioning is supported by the underlying OS (WindRiver). Does the OCP use this, or need to?

CN- Scheduling across partitions may be an issue.

Based on conversations with Boeing at the June OCP meeting, this will be a focus of the High Assurance version of the OCP.

Perhaps this should be ranked higher.


1.3 Medium

	Issue 49. 
	Predefined run-time errors and exceptions 

Unrestricted use of exceptions

User defined/thrown exceptions

Use of set_new_handler

	Guidelines
	Exceptions are also often a controversial topic for high integrity systems. Their use ensures that the application detects and handles errors, rather than ignoring them. Their unrestricted use, however, can seriously complicate control flow analysis and testing. Some guidelines ban them; others encourage their use with restrictions.

A number of policies are discussed in [28, p. 35, section 5.12 Exceptions].

Given current disagreement on the subject, it is recommended that the error reporting and error handling policies be factored out as aspects, allowing any of several acceptable alternatives to be woven into the application in order to satisfy the customer and/or the certification authorities.

	References
	[1, section 3.2.3, Coding guidelines], [1, section 4.2.3, Coding guidelines]

	Rank
	7

	Importance
	Medium

	Commentary
	GD – Per ISO [28, p. 5, section 2.3.5, Proof of absence of run-time errors] 

See also [23, section 4.1, absence of predefined exceptions at run time] and [18].

GD – ISO is more flexible regarding the use of exceptions and acknowledges the tradeoffs inherent in the choice of a particular policy [28, p. 35, section 5.12 Exceptions].  

GD - One of the ISO options is the SPARK policy.  Commonly, however, we are only interested in eliminating all the potential run-time errors that we can.  We do not expect 100%, and provide a top level handler to catch any run time exceptions that occur).  This is another of the ISO policies.


	Issue 50. 
	Operations that produce side effects are a problem when used in expressions whose evaluation order is not defined by the language, or as the values of arguments.

	Issue 51. 
	Side effects in functions that return a result (other than an error code) 

(a.k.a. side effects in functions, in languages such as Ada where functions and procedures are distinct)

	Guidelines
	Functions should divided into evaluation functions (queries) and update functions (which have side effects).  No function should do both.

Evaluation functions should have all constant (const) parameters, thus preventing parameter modification.

Evaluation functions should likewise be declared const, indicating they have no side effects (are inspectors in the terminology of Stroustrup [59, p. 706]).

Update functions (modifiers) should either update the receiving object or return a new object.

Those updating the receiving object should return void.

Those returning a new object should return a new value of the same class (or type) and leave their parameters unchanged.

	References
	[19, p. 7, G.4.3.1, Single Purpose Function], 

[19, p. 10, G1.2.9, Separating Assignment from Evaluation],

[55, Item 21, Use const whenever possible]

	Rank
	7

	Importance
	Medium

	Commentary
	GD – A risk in expressions, especially with respect to evaluation order.

DS – Should not be allowed in recursive routines (if recursion were to be allowed)

GD – May be expressible in C++ using const and enforced by the compiler

GD – Otherwise prohibit a call to any function that may produce a side effect in an expression where the evaluation order is not fixed

GD - Or in an expression period.

GD – Can also use user supplied annotations to identify queries.  Technically a part of the postcondition or a separately stated frame condition (modifies clause).  See JM [49]. 

DS – Medium to Other.

GD – Hot

See also [28, p. 24, section 5.6], [28, p. 7, section 3.1.1, Language Rules to Achieve Predictability, Side effects] and [28, p. 12, section 3.1.2]

	Assessment
	


	Issue 52. 
	Use and verification of template classes and template operations

	Guidelines
	Template classes and template operations pattern  

	Relevance
	Requires that template instantiations be separately tested unless their argument types map to the same underlying representation and the object code can be shown to be ‘equivalent’.

Requires that templates be compiled using "macro-expansion" rather than "code sharing", and the guidelines for template instantiations be consistent with those for inline expansion.

	References
	From [7, section 4.8] and [11, position paper on Templates]  

To be updated in [17] 


	Guidelines
	Rather than avoid templates entirely (as suggested by Binkley), use only constrained template parameters (constrained generics in Eiffel terminology), e.g. by providing an annotation to restrict the types of template parameters so that we avoid problems such as that described by [19, p. 13, Minimizing the Complexity of Class and Function Interfaces]

	References
	[19, p. 13, Minimizing the Complexity of Class and Function Interfaces]

	Rank
	7

	Importance
	Medium

	Commentary
	DS – Low, need to test each instance unless same binary.

GD – Need to test each instance unless same test set produces same MC/DC coverage results, i.e. code may differ, but not with respect to decisions.

CN – Low

GD – See revised position papers from OOTiA workshop for the latest guidance.

GD – Need to be concerned with issues related to writing exception-safe code in templates [60, p. 26] 

GD – Need to be concerned with issues related to instantiation of templates with unconstrained types (as in [19, p. 13, Minimizing the Complexity of Class and Function Interfaces])

Also [28, p. 31, section 5.10], which agrees with the position papers going into the OOTiA workshop, but is more restrictive than the final position is expected to be.


	Issue 53. 
	Use and verification of inlined code

	Guidelines
	Inline 

	Relevance
	Inline expansion must be taken into account with respect to stack usage and timing analysis.

Unless the generated object code is ‘equivalent’, structural coverage must be verified separately for each inline expansion.

Structural coverage tools need to be aware of inlining and code equivalence to handle this properly.

	References
	From [7, section 3] and [11, position paper on Inlining]  

To be updated in [17]

	Rank
	8

	Importance
	Medium to Other

	Commentary
	GD – We should follow the guidelines in [7, section 3],  [41, section 5, restrictions 6..8]

GD – An issue only with respect to MC/DC coverage. There is no issue with respect to inlined methods that do not contain decisions.

CN, DS – Agree that this is the most important consideration

CN – But inlining also has an impact on timing and stack usage/stack depth analysis.(as noted in the AVSI guidelines)

GD – Compiler may not inline even when told to (using the inline keyword).  Inline is only a hint.

	
	GD – The compiler may also inline even when not told to, e.g. if the inline expansion of a call is shorter than the code for the call itself.  Compilers often have “rules” regarding when to inline.

All – Contact compiler vendor for target platform regarding inlining policy.


	Issue 54. 
	Specification of register declarations and other externally alterable data as volatile.

Use of representation clauses, i.e. the low level specification of the bit/field representation of types.

	Rank
	8

	Importance
	Medium to Other

	Commentary
	DS – Requires assumptions regarding endianess, and may raise issues with regard to platform portability as a result.

DS- Boeing is assumed to be responsible to ensuring portability.

DS – Any errors should be caught during normal testing.

DS – Other

GD – Can be used to introduce aliasing if bit ranges overlap.

GD – Compilers can perform incorrect optimizations if we fail to designate registers as volatile (potentially introducing subtle errors)

See also [28, p. 30, Representation Clause]


1.4 Other

	Issue 55. 
	Hard coded (and potentially inconsistent) assumptions regarding the size of data structures

	Guidelines
	The sizeof operator should always be used to determine the size of data elements and data structures, in preference to the use of fixed literal or constant values.

	Relevance
	Required at all software levels.

	References
	[21, section 3.3.1, sizeof to determine data size]

	Rank
	9

	Importance
	Other

	Commentary
	The sizeof operator must always be used to determine the size of data elements and data structures, in preference to the use of fixed literal or constant values.

DS – Low priority

CN – Concern about potential overhead.


	Issue 56. 
	Explicit return

	Guidelines, Relevance
	At software levels A through D, a return statement must always be used to return from a function.

“Return from a function shall be accomplished only by an explicit return statement, i.e., the code shall not use a default or implicit return.”

“Not writing return in a function relies on the default return.  Explicit return in every branch that terminates has two benefits.  It simplifies the maintenance task of understanding the flow of control, and makes it completely clear the possible values that are returned.”

	References
	[21, section 3.6.2, Explicit return]

	Rank
	9

	Importance
	Other

	Commentary
	At software levels A through D, a return statement must always be used to return from a function.

GD – No falling off the end, even for functions that do not return a value.

DS – Not very important


	Issue 57. 
	Unreachable deactivated code 

Reusable components raise issues related to the reuse of associated certification artifacts and data, and related to the testing of methods and data (deactivated code and data) that are not used in the context of a particular system 

	Guidelines, Relevance
	Re-usable Components pattern 

The pattern provides guidelines for the certification of software components reused across many systems (such as CORBA, or a CORBA or domain specific service).

It requires that each component have a complete, reusable certification package appropriate for its DO-178B software level.

It requires that each component have its own complete set of requirements.

It requires a connection in the traceability matrix between the application's high-level software requirements and the high level requirements of the component (such as CORBA, or a CORBA or domain specific service).

	
	It requires that each component have tests written for it which verify the code against all of the component requirements. Application requirements that trace to component requirements may make use of these test cases to show coverage.  Structural coverage data must be collected to show 100% coverage of the code, or to include an analysis if collection did not achieve 100%.

DO-178B requires tests to be run on the final target platform.  Therefore, if the final object code of the component software has not been previously tested on the final or equivalent platform, its test cases must be re-executed on that platform.  

If the bit-pattern of the object code of the component has not changed, there is no need to re-collect the structural coverage data, as the paths have not changed.  If the object code of the component is changed in some way (e.g.,, different compiler, different compiler version, different optimization options), structural coverage data should be re-collected as the compiler may have introduced new paths into the object code.

	References
	From [7, section 4.7] and [11, position paper on Reuse and Dead/Deactivated Code].  

To be updated in [17]

	Guidelines
	Deactivated code 

	Relevance
	Deactivated code and data appearing in reusable components (such as the OCP) need not be eliminated if it is tested in accordance with the Re-usable components pattern.

Uncalled methods and unreferenced attributes may also be eliminated using a “smart” linker.

	References
	From [7, section 3] and [11, position paper on Reuse and Dead/Deactivated Code].  

To be updated in [17]

	Rank
	9

	Importance
	Other

	Commentary
	DS – Not a problem.

GD – Not a problem if deactivated code that has been tested (see Re-usable Components pattern [7], [41, section 5.6]).  But need to ensure that all OCP code is tested, even if not called by any current application.

See also [28, p. 4, section 2.3.1, “locate any syntactically unreachable code”]

And [6, p. 8, section 4.2, concerns C1 and C2]


	Issue 58. 
	Target level testing

Portability. Accidental mismatch of software and processor (or compiler), e.g. with respect to desired precision and accuracy

	Guidelines, Relevance
	All target processor and compiler specific behaviors and dependencies must be documented including:

. target computer dependent sign extension (for byte to word conversion and shift operations)

. target computer specific byte, integer, and floating point sizes

. number of registers (which can be used by storage class register)

. bit ordering and format

. byte to word mapping

. sizes of the floating point types float and double

	References
	[21, section 4.1.1, Sign Extension], [21, section 4.1.2, Byte size – Word Size], [21, section 4.1.3, Number of Registers], [21, section 4.1.4, Bit Ordering, Format], [21, section 4.1.5, Byte to Word Mapping], [21, section 4.1.6, Floating Point]

	Rank
	9

	Importance
	Other

	Commentary
	DS – Not that important.  Host based testing should be sufficient.


	Issue 59. 
	Traceability of source code to object code for dynamic dispatch (OOTiA workshop issue 8)

Addressed by the Inheritance with Overriding pattern in [7][15]

Use of dynamic dispatch

	Guidelines
	Simple dispatch rule [15, section 3.2.5, rule 3]

Dispatch time rule [15, section 3.2.5, rule 5]

Object code traceability rule [15, section 3.2.5, rule 6]
From the pattern Single Inheritance with Overriding 

	Relevance
	Required for DO-178B software levels A through D. 

Nearly all well written code should comply. 

Check for language specific violations [7, sections 4.1.5.1, 4.1.5.2, 4.1.5.3]

	References
	Single Inheritance with Overriding pattern [7, section 4.1], [15, section 3.2]

	Rank
	9

	Importance
	Other

	Commentary
	GD – Usual implementation involves method tables, or in some cases/languages, a search of the class hierarchy.  Nearly all C++ compilers rely on method tables (v-tables) for all dispatching calls.

DS – Other, asking the compiler vendor (per the AVSI/FAA guides)  about mapping to object code should be sufficient, could heat up based on response

CN – Other, ask vendor, consider potential timing consequences of search (even if bounded and predictable)

See also  [28, p. 7, section 2.3.10 Object Code Analysis]


	Issue 60. 
	Portability

Use of equality to compare floating point values

Accidental mismatch of software and processor (or compiler), e.g. with respect to desired precision and accuracy

	Guidelines, Relevance
	All target processor and compiler specific behaviors and dependencies must be documented including:

. target computer dependent sign extension (for byte to word conversion and shift operations)

. target computer specific byte, integer, and floating point sizes

. number of registers (which can be used by storage class register)

. bit ordering and format

. byte to word mapping

. sizes of the floating point types float and double

	References
	[21, section 4.1.1, Sign Extension], [21, section 4.1.2, Byte size – Word Size], [21, section 4.1.3, Number of Registers], [21, section 4.1.4, Bit Ordering, Format], [21, section 4.1.5, Byte to Word Mapping], [21, section 4.1.6, Floating Point]

	Rank
	9

	Importance
	Other

	Commentary
	GD – Per Barnes [18, p. 91], we should use only inequality (and not equality) to compare floating point values.

GD – A simple check.

DS – Should be caught by normal testing.


	Issue 61. 
	Function calls that use a return value when the function does not return a value

	Guidelines
	Source code static analysis

	Relevance
	Required for all DO-178B software levels.

To compensate for the weak data type checking provided by C++ at compile time and its lack of run-time variable range checking, a source code analyzer (such as lint) must be run against the code.

“An acceptable source code analyzer shall find all instances of the following faults in a set of C++ source code, which may consist of one or more separate modules:

. Type inconsistency within statements and between functions

. Unreachable code

. Automatic variables declared and not used

. Iterations not entered at the first statement

	
	. Logical expressions that evaluate to a constant

. Variables that are used before set

. Function argument list mismatches and type inconsistencies

. Functions called with varying numbers of or types of arguments

. Functions that return values in some places but not others

. Functions that return values that are not used

. Function calls that use a return value when the function does not return a value

Note: The restriction on varying argument types (above) is interpreted to allow polymorphic argument assignment, i.e. a subtype value may be passed as an argument to a parameter of a corresponding supertype). This is consistent with the AVSI guidelines.

	References
	[21, section 3.1.2, Source Code Static Analysis]

	Rank
	9

	Importance
	Other

	Commentary
	All – Other, should be caught by the compiler.

	Assessment
	This appears to be a violation of the ISO C++ language standard.

Perhaps this was a problem in previous versions of the language or with respect to older compilers.


	Issue 62. 
	Functions that return values in some places but not others

	Guidelines
	Source code static analysis

	Relevance
	Required for all DO-178B software levels.

To compensate for the weak data type checking provided by C++ at compile time and its lack of run-time variable range checking, a source code analyzer (such as lint) must be run against the code.

“An acceptable source code analyzer shall find all instances of the following faults in a set of C++ source code, which may consist of one or more separate modules:

. Type inconsistency within statements and between functions

. Unreachable code

. Automatic variables declared and not used

. Iterations not entered at the first statement

. Logical expressions that evaluate to a constant

. Variables that are used before set

. Function argument list mismatches and type inconsistencies

. Functions called with varying numbers of or types of arguments

. Functions that return values in some places but not others

. Functions that return values that are not used

. Function calls that use a return value when the function does not return a value

Note: The restriction on varying argument types (above) is interpreted to allow polymorphic argument assignment, i.e. a subtype value may be passed as an argument to a parameter of a corresponding supertype). This is consistent with the AVSI guidelines.

	References
	[21, section 3.1.2, Source Code Static Analysis]

	Rank
	9

	Importance
	Other

	Commentary
	All – Other, should be caught by the compiler.

	Assessment
	This appears to be a violation of the ISO C++ language standard.

“A value must be returned from a function that is not void (however, main () is special; §3.2).” [59, p. 148, section 7.3, Value Return]

Perhaps this was a problem in previous versions of the language or with respect to older compilers.


	Issue 63. 
	“Certification” of auto-generated OCP client code

	Guidelines
	Although “certification” is technically not the right term, analogous to the certification of CORBA stubs and skeletons, we must be concerned with issues of high assurance when it comes to auto-generated OCP client code. 

The alternatives are to a) qualify the code generator (a development tool). or b) to provide qualified analysis tools to check its output (the focus of much of this effort).

	References
	[2], either the generated code must be certified or the generator must be qualified.


	Issue 64. 
	“Qualification” of the Controls API auto-code generator

	Guidelines
	Although “qualification” is technically not the right term, analogous to the qualification of a CORBA IDL compiler, we must be concerned with issues of high assurance when it comes to the code for the auto-code generator itself.

Since qualification and certification are similar, we should be able to apply the same toolset (developed as a part of this project) to either the code generator or the code it generates.

	References
	[2, section 12.2, Tool Qualification]


	Issue 65. 
	Use of inheritance and overriding

	Guidelines
	Simple overriding rule [15, section 3.2.5, rule 1]
Accidental override rule [15, section 3.2.5, rule 2]

From the pattern Single Inheritance with Overriding 

	Relevance
	Required for DO-178B software levels A through D. 

Nearly all well written code should comply. 

Check for language specific violations [7, sections 4.1.5.1, 4.1.5.2, 4.1.5.3]

It is recommended that comment annotations be introduced to explicitly indicate overriding, as in the slides for the Norfolk workshop [13].

This avoids problems associated with the accidental overriding of inherited operations when the intent is to define a new subclass method that happens to have the same signature.

	References
	Single Inheritance with Overriding pattern [7, section 4.1], [15, section 3.2]

	Guidelines
	Never redefine an inherited nonvirtual function.

	References
	[55, Item 37]


	Issue 66. 
	Class cohesion

	Guidelines
	[Embley and Woodfield]

[Daugherty and Hoech]

…

	Relevance
	Important with regard to long term maintenance

Important in order to limit the complexity of individual classes

	References
	Embley and Woodfield

Daugherty and Hoech

…


	Issue 67. 
	Coupling between clients and classes

	Guidelines
	Client data abstraction rule 

From the Class Coupling pattern

	Relevance
	Important if class coupling is a concern (it usually is), or if the class interface is visible at a partition boundary.

Nearly all well written code should comply. 

Check for externally visible attributes, and for simple get/set interfaces that expose the data representation without abstracting it.

	References
	Class Coupling pattern [7, section 4.4], [15, section 3.10]

	Guidelines
	Avoid the use of friends.

	References
	[19, p. 11, G4.1.7, Minimizing Dispersion of Related Elements]

	Guidelines
	In class declarations, declare all attributes private where possible and protected where not.

Never have public attributes as erroneous values can be assigned to the attribute from anywhere in the code.

	References
	[19, p. 12, Minimizing the Use of Global Variables]

	Guidelines
	The use of class conversion operators in place of constructors and friends can help reduce the need and use of friends.

	References
	[19]

	Guidelines
	Avoid data members in the public interface

	References
	[55, Item 20]

	Guidelines
	Avoid returning “handles” to internal data

Avoid member functions that return non-const pointers or references to members less accessible than themselves.

	References
	[55, Item 29]


	Issue 68. 
	Failure to abstract/isolate hardware interfaces

	Guidelines
	Client hardware abstraction rule 
From the Class Coupling pattern 

	Relevance
	Important if hardware abstraction is a goal (it usually is), or if the class interface is visible at a partition boundary.

Nearly all well written code should comply. 

Check for simple get/set interfaces that expose the hardware interface without abstracting it.

	References
	Class Coupling pattern [7, section 4.4], [15, section 3.10]


	Issue 69. 
	Subclasses may have access to superclass implementation details. This leads to a tight coupling between the classes and the potential for error as the classes change

	Guidelines
	Subclass data abstraction rule
From the Class Coupling pattern 

	Relevance
	A concern only to the extent that coupling between class implementations is a concern.

May be violated by apparently well written code. 

Look for direct subclass references to superclass attributes.

	References
	Class Coupling pattern [7, section 4.4], [15, section 3.10]


	Issue 70. 
	Subclasses of a class that abstracts a hardware device may have access to hardware implementation details known to the superclass. This leads to a tight coupling between the classes and the potential for error as the classes change

	Guidelines
	Subclass hardware abstraction rule 
From the Class Coupling pattern

	Relevance
	A concern only to the extent that coupling between class implementations is a concern.

May be violated by apparently well written code. 

Look for direct subclass references to the hardware interface to trigger hardware features abstracted by the superclass.

	References
	Class Coupling pattern [7, section 4.4], [15, section 3.10]


1.5 Unranked 

The following issues have also been identified but not yet ranked:

	Issue 71. 
	Obstacles to DO-178B analysis, including:

Unrestricted use of language features

Lack of precise language semantics

Need for a “safe”, precisely defined language subset

	Rank
	4

	Importance
	Hot

	Guidelines
	Restrict the use of language features to a subset corresponding to the JVM or MS-IL (.NET).

Selectively impose additional restrictions such as those defined by SPARK.

	References
	


	Issue 72. 
	Unauthorized access to critical system devices (or other supposedly protected resources)

	Rank
	

	Importance
	

	Commentary
	See [6, p. 11, concern M6]

	Assessment
	


	Issue 73. 
	Unhandled or improperly handled interrupts, events or signals.

	Rank
	

	Importance
	

	Commentary
	See [6, p. 12, concerns I2, I4, I5]

	Assessment
	


	Issue 74. 
	Resource reallocation/reconfiguration during mode switches

	Rank
	

	Importance
	

	Commentary
	DS – It is currently unclear whether resources (including memory) are de-allocated and reallocated when the system switches its mode of operation (a focus of the SEC program), but it seems that they must be.

DS – The number and types of threads will be different in different modes.

GD – That would violate restrictions b, c, and d of the Ravenscar Profile [28, p. 38]

GD – Should this be considered an issue analogous to reboot (where the start-end states and execution paths are well known and dynamic allocation is permitted), or analogous to the more general use of dynamic allocation during normal operation?

DS, GD – Most likely analogous to reboot.

	Assessment
	


	Issue 75. 
	Synchronization of applications during mode switches

	Rank
	

	Importance
	

	Commentary
	DS – This has been raised as an issue and discussed at a number of PI meetings.

	Assessment
	


	Issue 76. 
	C++ is an evolving language.  As a result, many compilers support old and incomplete versions of the language. 

	Guidelines
	Compliance with C++ language standard

	Relevance
	Required for all DO-178B software levels.

	References
	[21, section 3.1.1, C++ Language Standard Definition]


	Issue 77. 
	Use of conditional compilation and the tangling of code

	Guidelines, Relevance
	Conditional compilation is allowed with suitable restrictions at all software levels.

All flags used to control conditional compilation must be defined by the software requirements documentation, associated with specific packages and modules in the software design documentation, and specified (in terms of their value) in compilation or build scripts placed under configuration control.

Note: Although permitted, the use of conditional compilation should not be encouraged at any level, and steps should be taken to eliminate it wherever possible.

	References
	[21, section 3.2.1, Conditional Compilation]


	Issue 78. 
	Use of pragmas

	Guidelines
	All pragmas and guidelines for their use shall appear in the Coding standard for the project.

	Relevance
	Allowed with suitable restrictions at all software levels.

	References
	[21, section 3.2.2, Pragmas]


	Issue 79. 
	Use of macros

	Guidelines
	Macro names must be all upper case alphabetic.

Macro arguments must not include function calls or produce side effects (as a result of assignment, auto-increment, or auto-decrement).

In the macro replacement text:

. Formal parameters must be enclosed in parentheses.

. Subexpressions containing operators must appear within parentheses.

. Statement sequences must appear in braces and should not end in a semicolon

	Relevance
	Allowed with suitable restrictions at all software levels.

	References
	[21, section 3.2.3, Macros]

	Guidelines
	Literals (and #defined constants) should be replaced by identifiers declared const (or enumerated types for groups of related constants).

Also replace #defined functions with inline functions.

	References
	[19, p. 12, Minimizing the Use of Literals]

	Guidelines
	Use named constants to rather than #define.

Use inlining to replace macros that look like functions (but don’t incur the overhead of a function call).

	References
	[55, Item 1, Prefer const and inline to #define], [55, Item 33, Use inlining judiciously]


	Issue 80. 
	Incorrect compiler optimizations of references to hardware registers

	Guidelines
	The volatile keyword must be associated with all addresses shared with hardware and other external devices.

	Relevance
	Required at all software levels.

	References
	[21, section 3.3.2, volatile data]


	Issue 81. 
	Pointer indirection

	Guidelines, Relevance
	Data structures involving pointers to arrays of pointers are permitted at all software levels with suitable restrictions.

Verification of the code is required to including boundary value testing of the index size parameters for each array (level of indirection) of pointers.

A caution, however, is expressed regarding the use of multiple levels of indirection, which can make code difficult to understand, verify and maintain.

	References
	[21, section 3.5.3.3, Pointer Indirection]


	Issue 82. 
	Typed function return values

	Guidelines, Relevance
	Any value returned by a function must match its return type.

Note: A function may return the value of a corresponding subtype, consistent with polymorphic assignment and the AVSI guidelines.

	References
	[21, section 3.7.1, Return Value Type]


	Issue 83. 
	Integration errors at class interface boundaries

Checking of inputs and outputs at partition boundaries.

	Guidelines, Relevance
	Check input data, e.g., against stated preconditions and class invariants.

Check output data, e.g., against stated postconditions and class invariants.

Provide classes with methods to specifically establish necessary pre/postconditions.

	References
	[19, G2.3.1, Input Data Checking], [19, G2.3.2, Output Data Checking]


	Issue 84. 
	Confusion regarding operator precedence

	Guidelines
	Always use parentheses; do not rely on operator precedence, especially in the presence of operator overloading.

	References
	[19, p. 10, G1.2.8, Use of Parentheses rather than Default Precedence]

	Issue 11.
	Aliasing, involving references

	Guidelines
	C++ reference type should be avoided because it allows implicit modification of referenced variables.  Explicit modification through pointers is preferred since it avoids hidden implicit changes.

The exception to this is parameters passed by reference to avoid copying large data objects. Such parameters should be passed as constant references (e.g., f(const large_type &x)).

	References
	[19, p. 10, G4.1.6, Minimizing Obscure or Subtle Programming Constructs]


	Issue 85. 
	Use of the C++ Standard Template Library

	Guidelines
	See associated reference.

	References
	[60, Items 1 through 7]


1.6 Not addressed

The above list does not address strategies and policies for fault tolerance, since this is a system level issue and should be the primary focus of other research in the SEC program.  

Issues related to stack usage and maximum stack depth [28, p.. 6, section 2.3.7] [6, p. 8, section 4.2, T3] are a concern but are not addressed because a proper analysis involves software (e.g. OCP applications and the ORB) that is beyond the scope of what we have been asked to evaluate.  We may, however, want to discuss issues related to the interrupt stack with the compiler vendor and alert others on the project to potential problems.

Issues related to real-time scheduling are not currently addressed since it is unclear what role the OCP plays in this and what other SEC research may address this. Related issues will be added if necessary.

We will create a list of issues that we consider important but out of our own scope.  This issue list will be shared with others on the program to make sure that the issues are covered somewhere and by someone. 
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To do:

1.
Add references from issues to Dewhurst and Lamport.  Add any new issues raised by Dewhurst.
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